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Figure 1: A real-world classroom example of using the ClassAid system is shown here. At the beginning of the class, the
instructor set all TA agents to Heuristic Mode, which provides high-level hints to encourage independent thinking. After 10
minutes, noticing that some students were progressing slowly, the instructor switched their agents to Technical Mode, which
offers code examples. At the 20-minute mark, all agents were changed to Auto Mode, allowing the system to adaptively support
students based on their real-time performance.

Abstract
Generative AI is reshaping education, but it also raises concerns
about instability and overreliance. In programming classrooms, we
aim to leverage its feedback capabilities while reinforcing the edu-
cator’s role in guiding student–AI interactions. We developed Clas-
sAid, a real-time orchestration system that integrates TA Agents
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to provide personalized support and an AI-driven dashboard that
visualizes student–AI interactions, enabling instructors to dynami-
cally adjust TA Agent modes. Instructors can configure the Agent
to provide technical feedback (direct coding solutions), heuristic
feedback (hint-based guidance), automatic feedback (autonomously
selecting technical or heuristic support), or silent operation (no AI
support). We evaluated ClassAid through three aspects: (1) the TA
Agents’ performance, (2) feedback from 54 students and one instruc-
tor during a classroom deployment, and (3) interviews with eight
educators. Results demonstrate that dynamic instructor control over
AI supports effective real-time personalized feedback and provides
design implications for integrating AI into authentic educational
settings.
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1 Introduction
Programming is increasingly recognized as a foundational literacy
of the digital era, swelling beginner enrollments and straining the
capacity of large courses to provide timely, individualized feed-
back [35, 41]. Conventional supports can be insu�cient for novices,
as limited instructor time, help-seeking hesitancy, and repeated
requests from a small subset of students often result in uneven
feedback [32, 42, 82, 83]. Generative AI, particularly large language
models (LLMs) such as ChatGPT, has opened signi�cant opportuni-
ties for programming education by improving information retrieval,
serving as capable programming assistants, and reducing instructor
workload [50, 52, 74]. LLMs achieve high accuracy on beginner
tasks and readily complete small programming exercises [28, 30].
Despite this promise, classroom use remains challenging due to
persistent AI instability and student overreliance [27, 42], high-
lighting the need for more reliable, pedagogically aligned support
systems. Systems such as CodeAid leverage LLMs to provide accu-
rate, solution-free feedback for post-class learning, yet they lack
mechanisms for real-time instructor monitoring and adaptive ad-
justment to students' evolving progress [32]. Other systems, such
as SPHERE, utilize LLMs to help instructors generate large-scale,
high-quality personalized feedback. However, they did not ana-
lyze how students interact with LLM-driven agents and remain
insu�ciently dynamic to adjust responses in real time. Nonethe-
less, none of these systems is designed to continuously interpret
ongoing student�AI interactions or to support instructors in real-
time orchestration of the AI's behavior [37], which is essential for
preventing overreliance and enabling more targeted, personalized
support [36, 37, 40].

Moreover, most LLM-based programming assistants remain pas-
sive, responding only to explicit prompts [42, 43]. In contrast, hu-
man instructors in classrooms actively circulate, detect when stu-
dents are stuck or disengaged, and intervene proactively [76]. To
mitigate AI passivity and uncertainty while ensuring responsible
use, AI systems should incorporate instructor-like reasoning while
remaining under instructor control, allowing it to adapt to stu-
dents' evolving learning states [45]. Accordingly, there is a need
for classroom-oriented AI that operates under instructor oversight
to provide real-time, personalized feedback, reduce instructors'
workload, and foster student engagement [7].

Based on formative and dynamic assessment theories [4, 48],
we developed an intelligent TA Agent within theClassAidstudent
interface to deliver personalized and adaptive support. The agent
continuouslymonitorsstudents' interactions with AI toidentify
metacognitive levels and potential obstacles,reviewsprior work and
current performance to diagnose issues and assess progress,consid-
ersalternative feedback responses,selectsthe one most aligned with
the student's current needs, and implements targetedinterventions
to help students adjust strategies and strengthen metacognitive
abilities. In parallel,ClassAidprovides an instructor dashboard that
o�ers real-time visibility into student�AI interaction patterns and
the TA Agent's response. Instructors can dynamically regulate the
Agent's behavior by switching among four feedback modes (tech-
nical, heuristic, automatic, silent), ensuring pedagogically aligned
guidance while preventing student overreliance on AI. We deployed
ClassAidin a class activity with 54 students, where the instructor
actively monitored and adjusted Agent behaviors through the dash-
board, demonstrating the system's practicality and e�ectiveness in
authentic teaching scenarios. Follow-up interviews with eight pro-
gramming educators further validated its instructional value and
highlighted its potential for broader application. The contributions
of this study are summarized as follows:

� We propose a six-stage intelligent TA Agent framework
based on formative and dynamic assessment theories [4, 48],
which operationalizes instructors' diagnostic reasoning into
dynamic analysis and personalized feedback.

� We developClassAid, an instructor-AI-student orchestra-
tion system that analyzes students' interactions with AI in
real time and enables instructors to dynamically adjust the
Agent's behavior for personalized support while preventing
overreliance.

� Through classroom deployment (n = 54), TA Agents' feedback-
quality evaluation, and educator interviews (n = 8), we demon-
strate thatClassAid's instructor�AI collaboration provides
e�ective real-time personalized support for classroom pro-
gramming.

2 Related Work
2.1 LLM-based Conversational Agent in

Programming Education
LLMs show promise in programming education by automating
content generation [11], improving error explanations and debug-
ging [57], and enabling strategies such as AI-guided learning and
code refactoring [41]. But instructors worry that, especially for be-
ginners [31, 53], AI's excessive helpfulness can foster overreliance
and weaken critical thinking [19]. For example, novices using tools
like GitHub Copilot embedded in the IDE may quickly accept au-
tomatic suggestions without understanding the underlying logic,
leading to passive engagement [10].

To address this issue, researchers design �guardrails� to ensure
academic integrity and promote meaningful learning [42]. For in-
stance, Liu et al. developed CS50.ai, which not only provides fast
and accurate AI-generated answers but also incorporates �teach-
ing guardrails� to encourage students to think critically rather
than simply providing answers [12]. Similarly, CodeAid designed
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various query functions to prevent AI from directly o�ering so-
lutions [32]. Although such coding assistants avoid giving direct
answers [12, 32], existing systems still lack human-like teaching
interaction capabilities and exhibit insu�cient intelligence. A key
limitation is that outputs are tied to �xed prompts and adapt poorly
to evolving student needs in real class[45]. Most systems also keep
AI reactive, responding only to explicit requests. Recent studies
explore proactive code detection and help [8, 43], but their feedback
often remains oriented toward task completion and weakly aligned
with speci�c learning objectives [1].

Instructors' support during classroom programming is dynamic
and context dependent [64]. It must account for students' cognitive
level, learning objectives, progress, and overall class performance,
which calls for personalized and adaptive guidance [49]. For exam-
ple, SPHERE leverages students' process-based evidence to help in-
structors craft personalized feedback [65], but its instructor-driven,
asynchronous work�ow requires manual review, which prevents
it from delivering real-time or adaptively responsive support to
students' evolving needs or their interactions with AI. This paper
examines how to design more intelligent AI that can proactively par-
ticipate in students' work in real-time while remaining dynamically
adjustable and supervisable by instructors in classroom program-
ming.

2.2 Classroom Orchestration in Education
2.2.1 Real-Time Classroom Orchestration.Classroom orchestra-
tion encompasses individual assignments [21], group tasks, and
whole-class interactions [44]. Instructors need to plan [15], monitor,
and adjust activities to achieve instructional goals [46]. Real-time
orchestration and monitoring are essential for providing timely
feedback [23]. For example, FACT monitors learners' behaviors,
such as handwriting and typing, to help instructors stay aware of
classroom dynamics [69]. Codeopticon displays each learner's ac-
tions on a dashboard with real-time collage views of editing and de-
bugging processes, supported by chat for one-to-many tutoring [17].
VizGroup o�ers group-level anomaly detection through alerts and
noti�cations [ 66]. Tools such as RIMES [34] and VizProg [81] pro-
vide dashboards for real-time observation, enabling instructors to
identify key learning behaviors. Building on these systems, SPARK
introduces a checkpoint-based progress monitoring framework that
dynamically visualizes students' progress across stages [79]. These
systems improve instructors' monitoring and analytical e�ciency
but remain focused primarily on real-time learning analytics, with
limited support for in-situ classroom adjustments.ClassAidextends
this line of work by enabling instructors to not only view learn-
ing analytics but also dynamically adjust classroom strategies and
feedback in response to emerging instructional needs.

2.2.2 Human�AI Co-Orchestration.With advances in AI, coordina-
tion tools now support a human and AI collaborative orchestration
model that helps manage complex classrooms [67] [ 24]. For exam-
ple, Pair Up in mathematics education automates peer matching
and assigns roles such as mentor and problem solver, easing group
management [77]. Despite demonstrated bene�ts, AI-based orches-
tration tools remain in�exible. They center on lesson-plan adjust-
ments rather than novices' evolving cognitive needs, o�ering little
personalized or adaptive support [25, 71, 72]. Research also seldom

examines how students interact with generative AI or how instruc-
tors can monitor and manage these interactions in real time [9, 73].
As generative AI becomes increasingly common in classrooms, this
gap risks missed timely interventions and raises concerns about the
quality, reliability, and safety of interactions between students and
AI, including the potential for misinformation, cognitive overload,
and overreliance [75] [ 56]. Instructors, therefore, need real-time
insights into individual progress, whole-class dynamics, and how
students engage with AI systems [78]. Such visibility enables more
purposeful interventions and helps ensure the appropriate, produc-
tive, and safe use of AI [33]. To address these challenges, we study
students' cognitive processes during classroom programming and
introduce a multi-level TA Agent framework.ClassAidprovides
interactive AI guidance for students and a transparent dashboard
for instructors to observe and understand interactions between
students and AI.

3 Formative Study
We conducted a formative study to investigate challenges in class-
room programming and to understand instructors' concerns and
expectations about integrating AI into teaching. Seven university
programming instructors (T1�T7) were recruited through snowball
sampling (4 female; mean age = 35.42, SD = 6.50; teaching and pro-
gramming experience: mean = 8.14 years, SD = 6.67), each receiving
$20 compensation. Additional demographic details are provided
in the Appendix. The study was approved by the host university's
IRB.

3.1 Procedure
We conducted semi-structured Zoom interviews to understand
challenges in classroom programming and to elicit instructors'
needs and feedback. The protocol covered experiences with in-class
programming, instructional design goals, assessment practices, and
common di�culties. We also explored attitudes toward using AI in
class and related concerns, posing follow-up questions as needed
to obtain details (shown in the Appendix A.2). Each session lasted
40�60 minutes and was documented through typed notes and audio
recordings.

3.2 Findings
The following summarizes instructors' perspectives on program-
ming challenges and on using AI tools to support teaching.

3.2.1 Challenges in In-Class Programming Activities.C1: Limited
Feedback Capacity � Challenges in Providing Timely and
Personalized Support. Consistent with prior work, participants
reported that limited class time hindered timely and personalized
feedback. Peer assessment o�ers some support but does not meet
students' personalized needs [70]. T1 noted that only students who
proactively seek help receive responses, leaving quieter students over-
looked. Participants linked low help-seeking to social pressures, such
as fear of seeming �not smart.� T7 found that anonymous question
submission increased willingness to ask but did not allow real-time
responses. T5 used dedicated Q&A segments to batch questions, but the
lack of continuity limited ongoing support.Without timely feedback,
students may fall into cycles of misunderstanding, and instructors
often detect issues only after they escalate.
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C2: Instructional Blind Spots � Di�culty Monitoring Stu-
dent and Class Progress.Consistent with prior work, instructors
reported di�culty monitoring progress and task completion in
real time, limiting immediate pedagogical adjustments [66, 81]. T2
noted that large-class settings often create a �disconnect� that pre-
vents instructors from adjusting instruction to students' needs.Par-
ticipants also struggled to identify common classwide issues. These
challenges highlight the need for real-time support that captures
individual and class progress and provides e�cient, personalized
feedback.

3.2.2 Challenges of Using AI Tools in Real-World Classrooms.C3:
Lack of Trust � Concerns About the Accuracy and Appro-
priateness of AI-Generated Content. All participants had prior
experience with AI and acknowledged its potential for program-
ming feedback, but they questioned the reliability and pedagogical
appropriateness of AI outputs. They cited risks of biased or incorrect
content, academic dishonesty, and overreliance [29]. Emphasizing
that the process matters more than the answer [19], T7 allowed
AI use but required students to submit conversation logs to monitor
motivation and ability.Participants also worried that AI can weaken
higher-order thinking.T2 noted that some students become accus-
tomed to �mechanical questioning and mechanical receiving,� which
undermines independent and critical reasoning.

C4: Limited Intelligence � Inability of AI to O�er Dynamic
and Contextualized Feedback. Participants noted that current
AI tools lack the feedback �exibility and contextual awareness
that human instructors provide. Whereas instructors integrate stu-
dent background, task progress, and course pacing when adapting
support, AI tools often generate �xed responses based on preset
prompts and cannot adjust in real time. Instructors also vary their
guidance throughout an activity, starting with broad encourage-
ment and shifting to detailed, directive support. T4 commented,�AI
is usually passive, but classroom interactions are active. Instructors
intervene proactively; AI still struggles with that.�

C5: Role Con�ict � Risk of Undermining Instructor Au-
thority. When we introduced the idea of a TA Agent for real-time
feedback, several participants worried it could undermine their
classroom authority and marginalize their role. As T5 said,�If stu-
dents can get timely and accurate feedback from AI, then what do
they still need us for?�They also noted that AI lacks social pressure,
causing some students to favor AI over instructors. T6 remarked,
�After asking the AI, students stop coming to me. They just go straight
to the AI.� These shifts reduce instructors' control over pacing and
depth and limit their ability to adjust to class needs.

These challenges highlight the need for classroom AI that pre-
serves instructors' authority, supports rather than replaces them,
and o�ers context-aware, adaptive feedback that is targeted and
instructionally meaningful.

3.3 Design Goals
Drawing on participant feedback and related research, we propose
the following four design goals.

DG1: Provide Real-Time Personalized Feedback to Support
Student Learning. Instructors struggle to provide timely, individ-
ualized feedback during class due to limited time and large class
sizes (C1).ClassAidshould deliver a TA Agent that o�ers real-time,

context-aware feedback tailored to each student's questions, cog-
nitive level, and learning progress. To address concerns about AI
quality and pedagogical appropriateness (C3, C4), the system must
ensure feedback is trustworthy, pedagogically sound, and aligned
with instructional goals.

DG2: Enable Real-Time Monitoring of Individual and Class-
Wide Student-AI Learning Dynamics. Instructors currently lack
e�ective tools to monitor how students engage with AI during prob-
lem solving, including their progress, misconceptions, and reliance
patterns (C2).ClassAidshould o�er real-time visibility into both in-
dividual student-AI interactions and aggregated class-wide learning
dynamics, allowing instructors to detect emerging challenges early,
adjust instructional strategies in real-time, and deliver targeted,
data-informed interventions.

DG3: Empower Instructors with Control and Oversight
of AI-Generated Feedback. Instructors express concerns about
losing instructional authority and control when AI agents interact
directly with students (C5).ClassAidshould preserve instructor
leadership by providing �exible mechanisms for supervising and
adjusting AI behavior in line with pedagogical needs and classroom
context. This ensures that AI augments rather than replaces, the
instructor's role, maintaining accountability and alignment with
learning objectives.

DG4: Facilitate Student Engagement and Feedback to Build
Trust. Students' acceptance and trust in AI-generated feedback
directly impact learning outcomes. To address concerns about AI
intelligence and appropriateness (C3, C4) while strengthening the
instructor-student feedback loop (C5),ClassAidshould enable stu-
dents to actively evaluate and respond to AI feedback. This bidi-
rectional feedback mechanism enhances student agency, provides
instructors with signals to assess AI reliability, and fosters a har-
monious learning environment.

4 ClassAid Design and Implementation
We designedClassAid, a real-time orchestration system that inte-
grates a student interface (Fig. 2) and an instructor dashboard (Fig. 4)
to support programming instruction in live classroom settings.

4.1 Student Interface Design
Once the programming activity begins, students access an interac-
tive interface (Fig. 2). The top of the interface displays the current
TA Agent feedback mode (Fig. 2-a1), helping students understand
how the agent will respond. Before writing any code, students can
view the task description in the Task Panel (Fig. 2-a2), open datasets
through the �Data� button (Fig. 2-a3), and preview the expected
output via the �Final Visualization� button (Fig. 2-a4). The interface
also provides partial starter speci�cations that allow students to
edit an existing JSON structure (Fig. 2-c1), helping them begin the
task more e�ectively. Together, these features help students clearly
understand the task objectives and available resources.

During the problem-solving process, if students encounter di�-
culties, they can ask questions to the TA Agent through the Chat
Panel (Fig. 2-B, b3). Drawing on formative and dynamic assessment
theories [4, 48], the TA Agent incorporates instructors' adaptive
teaching strategies. By analyzing each learner's cognitive level,
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Figure 2: Student interface during in-class programming activities. (A) The task panel shows the current feedback mode (a1),
task description (a2), data (a3), and expected output (a4). (B) The chat panel supports student questions and TA Agent responses,
with options to rate messages and receive proactive feedback (b1). (C) The code panel allows students to write and run code. (D)
The output panel displays execution results and error messages.

error type, and learning progression, it dynamically adjusts feed-
back to close feedback gaps, support autonomous learning, and
promote higher-order thinking while preserving independent rea-
soning(DG1). The Agent provides four response modes: Heuristic
Mode encourages re�ection through open-ended prompts; Techni-
cal Mode provides concrete code solutions guidance; Auto Mode
balances both approaches based on real-time context; and Silent
Mode intentionally withholds responses to maintain student auton-
omy (details in Section 4.2.4). The TA Agent responds according to
the active mode.ClassAidalso allows students to evaluate TA Agent
feedback, strengthening the student�instructor feedback loop on
AI-generated content. Students can �like� or �dislike� the response
(Fig. 2-b1), helping instructors monitor the TA Agent's performance
(DG4). Providing feedback is optional, if a student submits a rating,
a con�rmation message (�Thanks for your feedback!�) appears.

Code editing occurs in the Code Panel (Fig. 2-C), where students
write their solutions and execute them using the �Run� button
(Fig. 2-c1). The execution results are shown in the Output Panel
(Fig. 2-D). If an error occurs, the system returns a speci�c mes-
sage; if the code runs successfully, the result appears. Unlike typical
console reports that provide only generic feedback, our system
classi�es errors into �ve categories (schema, data, mark, encod-
ing, and JSON syntax) and o�ers targeted recommendations. For
example, the code in Fig. 2-B would yield only �Error: Invalid
Vega-Lite specification � in a standard console, which provides
limited guidance for beginners. In our interface (Fig. 2-D), the sys-
tem instead reports �Error: Missing encoding specification ,�
explicitly identifying the missing encoding declaration and helping
students �x the issue more e�ciently.

Except in Silent mode, the TA Agent can also generate proactive
feedback. For example, if a student submits incorrect code multiple
times within a short period, the system automatically provides
suggestions (Fig. 2-b2). This proactive feedback aligns with the
active mode: in Heuristic mode it is heuristic, in Technical mode it is
technical, and in Auto mode the system selects the appropriate type
based on context. These messages are labeled as �Auto Generated�
and visually distinguished with a blue background, helping students
recognize that the feedback is system-initiated.

Instructors can adjust the TA Agent's feedback mode in real time,
and the mode indicator on the student interface (Fig. 2-a1) updates
immediately. After �nishing a task, students click �Complete Task�
(Fig. 2-a5) to move to the next phase. The system then archives the
current conversation and code, generates a task summary with core
concepts and scoring, and refreshes the interface to create a clean
workspace for the next task.

4.2 TA Agent Framework
To build an intelligent TA Agent capable of providing students
with real-time, personalized feedback (DG1, DG2), we designed
and implemented a six-stage framework grounded in formative and
dynamic assessment theories [4, 48]. The framework was developed
with guidance from an educational technology expert with over a
decade of experience in learning analytics and is powered by LLMs
to emulate the diagnostic reasoning loop of human instructors in
classroom settings (shown in Table 1). The expert also contributed
to de�ning and validating the weighting of key indicators to en-
sure their pedagogical soundness. The full prompt templates are
provided in the Appendix.
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Figure 3: Overview of the TA Agent's six-stage orchestration pipeline for student learning support within the ClassAid system.
Student activity data, such as question submissions, code execution, and interaction traces, are �rst collected through the
ClassAid Student Interface and passed to the TA Agent backend. The agent then enters a six-stage pipeline that observes,
analyzes, and responds to student learning behaviors. Meanwhile, instructors monitor student progress and the TA Agent's
performance through the ClassAid Instructor Dashboard and can adjust feedback modes in real time to align with pedagogical
goals.

4.2.1 Stage 1: Observing Student Learning Activities.Once a stu-
dent begins a task, the TA Agent enters an observation stage and
continuously tracks behaviors such as editing inactivity, question
submissions, code modi�cations, and execution events to capture
real-time learning dynamics. An inactivity timer with a 240-second
threshold �ags periods without keyboard, mouse, or click interac-
tions as inactivity. This value was empirically chosen to reduce false
alarms when students pause to read or consult materials, helping
identify learning bottlenecks or motivational issues. When a ques-
tion is submitted, the TA Agent classi�es it using Bloom's taxonomy
(Remember, Understand, Apply, Analyze, Evaluate, Create) [13] and
analyzes any accompanying code for syntax or semantic errors,
labeling speci�c error types to clarify student di�culties. Code
changes are recorded incrementally. Each time the student clicks
�Run,� the TA Agent performs a multi-step check that veri�es JSON
format and required �elds, conducts runtime analysis, and returns
either error details or the visual output. This integrated monitoring
enables precise assessment and personalized feedback.

4.2.2 Stage 2: Identifying Learning Obstacles.Building on Stage 1
behavioral monitoring, the TA Agent in Stage 2 identi�es learning
obstacles through three types of dynamically triggered interven-
tions.Passive triggersrespond to explicit student actions, such as
question submissions or code execution failures, and are treated as
high-priority help requests.Proactive triggersarise from the Agent's
own judgment. For example, prolonged inactivity or extended edit-
ing without queries require autonomous intervention.Predictive
triggersrely on historical patterns, such as repeated errors or shifts
in cognitive level (e.g., a two-level shift across �ve interactions),
signaling potential comprehension gaps. When multiple triggers oc-
cur, the TA Agent prioritizes them in the order of passive, proactive,
and predictive, ensuring prompt responses to direct help-seeking
while still addressing subtler issues. To minimize unnecessary inter-
ruptions, we added a time window and cooling mechanism based

on inactivity detection. Within any �ve-minute period, no more
than two pause-related triggers are permitted, and non-passive
triggers are subject to a two-minute cooling period. If triggered
again within this interval, the system returns an empty trigger list
and halts further analysis, reducing redundant interventions.

4.2.3 Stage 3: Reviewing and Assessing Student History.Once ac-
tivated by a trigger, the TA Agent enters the review stage and
analyzes the student's historical interactions to support targeted
feedback. It automatically retrieves and organizes behavioral data
and Student-AI interaction logs, extracting and summarizing key
information across multiple dimensions. The Agent monitors the
student's cognitive level using Bloom's taxonomy to detect stag-
nation or regression [13]. It also compiles statistics on error types,
frequencies, and distributions to identify recurring patterns and
infer potential conceptual misunderstandings. To evaluate task per-
formance, the Agent considers both progress and code execution
success to estimate the student's learning stage and mastery level.
From a conceptual perspective, it distinguishes between mastered
and problematic concepts, highlighting areas that require further
study.

4.2.4 Stage 4: Considering Appropriate Forms of Learning Support.
Based on our formative study and related educational theories, we
found that instructors consider students' cognitive level, error type,
and learning progress when deciding how to provide support. In
practice, we identi�ed three recurring support patterns. At the be-
ginning of the class activity, instructors often used open-ended
and encouraging prompts that guided students to construct under-
standing independently, consistent with constructivist teaching and
aligns with heuristic feedback [22]. As the activity progressed and
students encountered concrete syntax or logic problems, instructors
shifted to more detailed and directive guidance to help them resolve
problems e�ciently, corresponding to technical feedback [6]. When
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Table 1: Alignment between the Six-Stage TA Agent Framework and Formative / Dynamic Assessment Theories.

Stage Theoretical Alignment Implementation

Observing Student Learning
Activities

Formative Assessment � Evidence Collection
� Monitor editing, running, questioning, and inactivity
� Classify questions with Bloom's taxonomy
� Analyze syntax/semantic errors
� Inactivity timer �ags stagnation

Identifying Learning Obsta-
cles

Dynamic Assessment � Exploring ZPD
Boundaries � Passive triggers: student requests

� Proactive triggers: inactivity or extended editing
� Predictive triggers: historical patterns, repeated errors
� Simulates teacher probing of ZPD

Reviewing and Assessing
Student History

Formative Assessment � Accumulating Evi-
dence
Dynamic Assessment � Simulating ZPD

� Aggregate logs of past interactions
� Track Bloom's taxonomy level shifts (stagnation/regression)
� Compile error statistics and distributions
� Distinguish mastered vs. problematic concepts
� Model ZPD dynamically using historical patterns

Considering Appropriate
Forms of Learning Support

Formative Assessment � Feedback and Ad-
justment � Generate feedback based on cognitive level, error type, and knowledge

gaps
� Heuristic feedback: open-ended question, prompts, optional code, sup-

portive tone
� Technical feedback: brief explanation, code �x (3�5 lines), respectful tone
� Four instructor modes: Auto, Technical, Heuristic, Silent

Selecting Adaptive Feedback
Modes

Formative Assessment � Quantifying Diag-
nostic Judgments � Auto mode: applies cognitive psychology and instructional strategy frame-

work
� Weighted scheme: cognitive level (50%), error type (20%), learning history

(30%)
� Score candidate feedback: relevance (40%), complexity (20%), consistency

(20%), clarity (15%), urgency (5%)
� Select the highest-quality response

Intervening to Support
Learning Progress

Formative Assessment � Feedback Imple-
mentation
Dynamic Assessment � Sca�olding and Ex-
tending Potential

� If inactivity/help request: immediate intervention
� Otherwise compute intervention score (error severity 40%, cognitive level

30%, history 30%)
� Score > 0.5! proactive intervention
� Score� 0.5! support autonomous exploration
� Sca�olding extends learning potential

instructors noticed signs of overreliance on AI support, they delib-
erately delayed or temporarily withheld direct answers to preserve
space for autonomous exploration and productive struggle [54, 62].
Building on these �ndings and on formative and dynamic assess-
ment theories [4, 48], we modeled instructional support as four
feedback modes that integrate both feedback type and triggering
mechanism: Auto, Heuristic, Technical, and Silent feedback (details
in Table 2).

In this stage, the TA Agent generates targeted feedback based
on the student's cognitive level, error types, and knowledge gaps.
To ensure pedagogically grounded and context-sensitive responses,

we developed a structured prompt-based framework that considers
two key dimensions:feedback type(heuristic vs. technical) and
triggering mechanism(proactive vs. user-triggered). Examples are
shown in Table 3.

(1) Context-setting Prompt: De�nes the TA's instructional
persona and pedagogical goals. For example:

You are a helpful and encouraging teaching assistant
for a Vega-Lite data visualization course. Depending on
the situation, you may proactively highlight issues or
respond directly to students' questions.
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Table 2: TA agent support modes derived from formative classroom observations, aligned with theoretical foundations and
design implementations.

Mode Type Theoretical Align-
ment

Formative Findings (C4) Design Implementation

Heuristic Mode Socratic Method [3];
constructivist Learn-
ing theory [22].

At the beginning of the task, instruc-
tors often use open ended questions and
Socratic dialogueto stimulate students'
thinking while deliberately avoiding
giving direct answers.

The agent uses open ended prompts to
trigger re�ection, o�ering directions for
thinking instead of direct solutions and
guiding students to reason and revise
on their own.

Technical Mode Direct Instruction [6]. When students encounter speci�c tech-
nical obstacles such as syntax errors or
logic errors, instructors shift to precise
and directive support to ensure that the
task can be completed.

The agent provides focused and task
speci�c guidance, including procedural
steps, code examples and error cor-
rections, which helps students debug
quickly and move the task forward.

Auto Mode Formative Assessment
Theory [4]; Dynamic
Assessment [48].

Instructors continuously assess stu-
dents' states and �exibly adjust support
strategies based on real time context
such as learning stage, type of di�culty
and current performance, switching be-
tween di�erent levels and types of help.

The agent intelligently selects between
heuristic and technical modes based on
context, taking into account learning
stage, problem type and students' past
performance, in order to dynamically
adjust the form and intensity of sup-
port.

Silent Mode Fading of Sca�old-
ing [54]; Metacogni-
tion and Self regulated
Learning Theory [62].

Classroom observations indicate that
frequent immediate help can foster AI
dependence and reduce students' inde-
pendent attempts, so instructors some-
times delay or withhold responses to
prompt autonomous exploration.

For a period of time, the agent intention-
ally does not respond. This encourages
students to search, debug and re�ect on
their own �rst, avoiding over reliance
on AI.

(2) Heuristic Feedback Prompts: Encourage critical thinking
and re�ection.
� Proactive:Short observations and a focused guiding ques-

tion (under 50 words).
� User-triggered:One open-ended question, 2�3 concise think-

ing prompts, an optional code snippet, and a supportive
tone (under 100 words).

(3) Technical Feedback Prompts: Provide immediate, task-
speci�c support.
� Proactive:A brief explanation and one direct code sugges-

tion (3�5 lines).
� User-triggered:A detailed explanation of the issue, a com-

plete code correction, and reasoning for why it works.
(4) Response Constraints: Each feedback instance produces

three concise responses, written in clear, respectful, and
stylistically consistent language.

(5) Feedback Mode Con�guration: The generation strategy
is governed by four instructor-controlled modes:Auto Mode:
Both heuristic and technical responses (6) are generated;
Technical Mode:Only technical responses (3) are generated;

Heuristic Mode:Only heuristic responses (3) are generated;
Silent Mode:No feedback is provided.

4.2.5 Stage 5: Selecting Adaptive Feedback Modes.In Stage 5, the
TA Agent selects the most appropriate feedback from the candidate
responses based on the student's current learning state. In Auto
Mode, it assumes the role of a senior educational expert and uses
a decision framework grounded in cognitive psychology [61] and
instructional strategy [51] to determine whether heuristic or tech-
nical feedback is more suitable. We operationalize this decision rule
using a heuristic weighting scheme derived from our formative
study and discussions with course instructors. The scheme consid-
ers three factors: current cognitive level, error types, and learning
history, with default weights of 50%, 20%, and 30%, respectively,
which can be adjusted for speci�c course contexts. For example, if
the student is operating at the Apply level or above, shows mainly
design or logic errors, and is making steady progress, the Agent
favors heuristic feedbac. In contrast, lower cognitive levels, fre-
quent syntax errors, and �uctuating performance lead to technical
feedback.

After determining the mode, the TA Agent evaluates the three
candidate responses along �ve dimensions. These dimensions draw
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Table 3: Examples of Technical and Heuristic Responses under Proactive vs. Normal Templates.

Response Type Proactive Template (auto-triggered) Normal Template (user-triggered)

Technical I noticed your chart does not have a Y encoding, which
prevents Vega-Lite from drawing the bars. You can
try adding an aggregate count on the Y-axis:
{
�y�: {�aggregate�: �count�, �type�: �quantitative�}
}
This small change will allow the bars to show the
number of records in your dataset.

The issue happens because Vega-Lite does not know
what to plot on the Y-axis. To make the bar chart
display properly, you should specify an aggregate
count for the Y encoding. For example:
{
�x�: {��eld�: �category�, �type�: �nominal�},
�y�: {�aggregate�: �count�, �type�: �quantitative�}
}
Here, �x� shows categories, and �y� counts how many
records fall into each. This way, the height of each bar
corresponds to the frequency of that category.

Heuristic I noticed the Y-axis is not de�ned. What would happen
if you tried adding a count aggregation for Y? Could
that make the bars appear as expected?

What do you expect the Y-axis to represent in your
bar chart? Should it show raw counts, averages, or
something else? If you want counts, you might con-
sider using an aggregate function. Which option best
matches the story you want your chart to tell? You
are making good progress.

from prior work on e�ective feedback and instructional design: rel-
evance and clarity re�ect established principles of high-quality for-
mative feedback [20]; complexity relates to cognitive load [63]; con-
sistency with prior behavior supports self-regulated learning [68];
and urgency highlights the importance of timely intervention [60].
The default weighting con�guration (40%, 20%, 20%, 15%, and 5%) is
informed by our formative study and can be adapted to instructional
priorities.

4.2.6 Stage 6: Intervening to Support Learning Progress.At this
stage, the TA Agent �nalizes the selection of feedback mode and
content and then enters the decision implementation phase. During
this phase, the system must determine whether to intervene in the
student's learning process to provide timely support and promote
metacognitive development. The Agent �rst checks for special
conditions, such as signs of inactivity or explicit help requests. If any
of these conditions are detected, the system intervenes immediately
to address learning stagnation or respond to the student's needs.

If none of these signals are present, the Agent activates a motivation-
based intervention mechanism. This mechanism conducts a com-
posite assessment based on three factors: cognitive level, error type,
and learning history. These factors mirror those used to select the
feedback mode, although with di�erent weightings. Instructor in-
terviews show that cognitive level carries the greatest weight when
determining the feedback mode, while error type and learning his-
tory become more in�uential during assessment because reveal
persistent misconceptions and recurring di�culties.

In contrast, for intervention decisions, instructors emphasized
that error type is especially important. If a student is making only
simple or low-level mistakes, immediate intervention is neither
necessary nor desirable, as allowing more time for independent ex-
ploration may better support productive struggle and self-discovery.

The weights assigned to the three factors are informed by empir-
ical observations from our formative study and can be adjusted
to �t speci�c course needs. The default weighting con�guration
is 40%, 30% and 30%. Each factor is normalized to a 0 to 1 range,
and a weighted composite score is computed. When the score ex-
ceeds the intervention threshold (default = 0.5, con�gurable), the
Agent initiates a proactive intervention; otherwise, it refrains from
intervening to preserve autonomous exploration.

4.3 Instructor Dashboard Design
Real-Time Student Overview via Dynamic Performance Cards (DG2).
When a student joins the interactive dashboard shown in Fig. 4, a
corresponding student card (Fig. 4-C) is generated in the instruc-
tor's Student Performance panel. Each card displays the student's
name and their current task state. If the student has not completed
any tasks, the system shows ��� and the task background remains
white. Once a task is completed, a score out of �ve appears, scores
below three are shown in red and scores from three to �ve in green,
providing a intuitive indication of student performance. The card
background color also re�ects the TA Agent's current feedback
mode: purple for Auto Mode, blue for Technical Mode, yellow for
Heuristic Mode, and gray for Silent Mode. This design helps instruc-
tors quickly understand both student progress and the support they
are receiving. Instructors can also manage AI behavior at the class
level (Fig. 4-c3). By clicking the �Set Mode to All Students� button,
they can apply the selected mode to the entire class in one action,
improving operational e�ciency and enabling timely adjustments.
As shown in Fig. 1, the instructor sets the class-wide AI mode to
Heuristic Mode at the beginning of the activity to encourage inde-
pendent thinking. About ten minutes later, the instructor notices
unusual behavior in several students and adjusts their modes in-
dividually. In the second half of the class, the instructor switches
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Figure 4: Instructor dashboard for real-time classroom orchestration. (A) Class-Level Alerts highlight potential learning risks
through Agent, Process, and Outcome alerts. (B) Class-Level Analysis aggregates question (b1) and code (b2) issues to reveal
class-wide bottlenecks. (C) Student Performance Cards display each student's task score and current feedback mode, with
global controls for mode switching (c3). (D) More Details Panel provides drill-down views of individual students, including
agent interactions (d1), mode control (d2), and task-level analysis (d3). Together, these components enable timely intervention
and data-informed teaching decisions.

the entire class to Auto Mode so the system can deliver adaptive
support based on real-time performance.

Live Alerts to Surface Critical Teaching Moments (DG3, DG4).As
the activity progresses, the system continuously updates two pan-
els, Class-Level Alerts (Fig. 4-A) and Class-Level Analysis (Fig. 4-B).
These panels help instructors identify irregular student behaviors
and potential anomalies in TA Agent feedback. The alert mech-
anism supports timely instructional intervention through three
types of alerts. Agent Alert (Fig. 4-a1) appears when the TA Agent
in Auto Mode produces technical feedback three consecutive times,
suggesting potential overreliance on direct answers. Process Alert
(Fig. 4-a2) noti�es instructors when a student gives three �dislikes�
on feedback within a single task, signaling potential mismatches
between the AI's support and the student's needs; Outcome Alert
(Fig. 4-a3) is shown when a student completes a task in under three
minutes, raising concerns about shallow engagement. This thresh-
old was determined in consultation with instructors during the
formative study and can be adjusted to meet speci�c instructional
needs. All alert information is re�ected on the corresponding stu-
dent card (Fig. 4-c1), enabling instructors to detect issues quickly.
Instructors can toggle across alert tabs to view class-wide sum-
maries. Each tab shows how many students have ever triggered
that alert type (e.g., 22 out of 54 in Agent Alert), and a red badge
indicates the number of unresolved alerts requiring attention. Once

an alert is addressed, instructors can click �Mark as Handled� (Fig. 4-
a4) to remove it from view, ensuring only unresolved alerts remain
visible.

Class-Level Analysis to Identify Group-Wide Bottlenecks (DG2).
To help instructors identify common issues across the class, the
Class-Level Analysis panel provides two subviews: Question Anal-
ysis and Code Analysis (Fig. 4-B). To monitor students' use of AI
and detect abnormal behaviors, we designed a pyramid bar chart
that visualizes question types. As shown in Fig. 4-b1, this view
uses LLM-based analysis to show whether students are primarily
engaging in critical thinking or requesting direct answers. Each
bar represents a student: the orange section on the left indicates
the number of answer-seeking questions, and the green section on
the right represents critical thinking questions. This classi�cation
is derived from content analysis of students' submissions. When
instructors hover over a bar, they can see the student's name and
total interactions. A �Show Task Breakdown� toggle reveals the
distribution of question types across tasks. The chart updates dy-
namically, and students are sorted by total question count, with the
most active students listed at the top. In the Code Analysis view,
student code errors are categorized and displayed in a bar chart
(Fig. 5-b2). Instructors can click an error category to view the list of
a�ected students, sorted by error frequency so that those with the
highest counts appear �rst and can be prioritized for intervention.

Drill-Down View for Diagnosing Individual Student Needs (DG3).
When an instructor identi�es unusual behavior or performance
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