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Abstract—Maultiple-choice questions (MCQs) are a widely used
educational tool, particularly in domains such as visualization
literacy that require broad conceptual coverage and support
diverse real-world applications. However, designing high-quality
visualization literacy MCQs remains challenging, as instructors
must coordinate multimodal elements (e.g., charts, question
stems, and distractors), address diverse visualization tasks, and
accommodate learners with heterogeneous backgrounds. Existing
visualization literacy assessments primarily rely on standardized,
fixed item banks, offering limited support for iterative question
design that adapts to differences in learners’ abilities, back-
grounds, and reasoning strategies. To address these challenges,
we present VizQStudio, a visual analytics system that supports
instructors in iteratively designing and refining visualization liter-
acy MCQs using MLLM-powered simulated students. Instructors
can specify diverse student profiles spanning demographics,
knowledge levels, and learning-related traits. The system then
visualizes how simulated students reason about and respond
to different question components, helping instructors explore
potential misconceptions, difficulty calibration, and design trade-
offs prior to classroom deployment. We investigate VizQStudio
through a mixed-method evaluation, including expert interviews,
case studies, a classroom deployment, and a large-scale online
study. Our results indicate that MCQs designed with VizQStudio
can support learning outcomes comparable to established bench-
mark questions, while enabling greater flexibility and scalability
during the design process. Overall, this work reframes MLLM-
based student simulation in assessment authoring as a design-
time, exploratory aid. By examining both its value and limitations
in realistic instructional settings, we surface design insights
that inform how future systems can support instructor-centered,
iterative, and responsible uses of AI for multimodal assessment
design in visualization literacy and related domains.

Index Terms—Student Simulation, Visualization Literacy Ed-
ucation, Multiple Choice Question Design, MLLM Agents

I. INTRODUCTION

As data visualizations increasingly permeate daily life
through social media and workplaces, visualization liter-
acy—the ability to accurately interpret and extract insights
from visualizations—has become a fundamental skill [1]-[5].
With this growing demand, research and educational practices
in visualization literacy have expanded rapidly [6].

Effectively teaching and assessing visualization literacy,
however, remains challenging due to its broad conceptual
scope, diverse reasoning tasks, and varied learner backgrounds.
Multiple-choice questions (MCQs) have emerged as a widely
used assessment format that aligns well with these needs [7],
[8]. Their flexible structure accommodates various contexts
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and cognitive demands, making them particularly effective
for evaluating visualization literacy—from simple information
retrieval to higher-level comparative analysis [6], [9]-[11].

Despite this progress, existing research largely focuses on
standardized visualization literacy assessments that use fixed
question sets to evaluate proficiency rather than support in-
struction [9], [12], [13]. These tests typically include only
one or two questions per knowledge area and are designed
for summative benchmarking, offering limited support for
adapting questions to diverse learner backgrounds or instruc-
tional needs. As a result, educators and students lack sufficient
high-quality, diverse, and pedagogically targeted resources for
effective teaching and practice, leaving a significant gap in
well-vetted MCQ banks for visualization literacy education.

Moreover, designing high-quality visualization literacy
MCQs is inherently challenging and labor-intensive [14], [15].
Even expert test developers can produce only a few well-
constructed questions per day and may inadvertently introduce
personal biases due to limited student feedback [16], [17].
The multimodal nature of visualization questions further com-
plicates the process, requiring instructors to generate suitable
visual data representations, craft coherent question stems and
distractors, and incorporate multiple visualization tasks within
each question. Adapting MCQs to learners’ diverse skill sets
across fields—such as computer science, business, and de-
sign—adds yet another layer of complexity, placing substantial
burdens on educators who typically rely on extensive manual
effort and expertise [18]-[21].

Recent advances in Multimodal Large Language Models
(MLLMs) offer promising opportunities for generating educa-
tional materials like MCQs. However, their potential remains
largely untapped in visualization literacy education. Current
research primarily focuses on text-based MCQs [22]-[27] or
extract questions from figures [28]. As a result, most peda-
gogical considerations crucial to visualization literacy educa-
tion, like multimodal alignment, diverse reasoning tasks, and
learner-specific adaptations, remain inadequately addressed.

To address these challenges, we present VizQStudio, a visual
analytics system that supports teachers iteratively create and
refine high-quality, multimodal MCQs for visualization liter-
acy education. VizQStudio integrates into instructional work-
flows, enabling educators to specify sample questions, define
visualization tasks, adjust chart features, and configure other
question settings. The system also incorporates an MLLM-
powered student simulation module, allowing instructors to
define diverse student profiles—including demographic at-
tributes, knowledge levels, and cognitive traits—for targeted
feedback and comprehensive question evaluations. Educators
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can interactively adjust question features via intuitive panels,
refine details through natural-language prompts, or directly
modify specific elements. Meanwhile, instructors receive real-
time simulated student feedback enriched by visual analytics
that expose underlying reasoning processes. This iterative,
student-centered approach helps instructors detect misconcep-
tions, adapt questions to diverse learner needs, and improve
overall quality before classroom deployment.

Through comprehensive quantitative evaluations of the stu-
dent simulation and question generation modules, along with
illustrative use-case studies, in-depth expert interviews, a real-
world classroom experiment, and an online user study, we
demonstrate VizQStudio’s capacity to effectively support the
design of robust, learner-centered MCQs in visualization lit-
eracy education. In summary, our key contributions include:

o A formative study investigating instructors’ needs in
designing visualization literacy MCQs, emphasizing their
expectations for simulated student feedback and iterative
refinement processes;

o VizQStudio, a visual analytics system that explores col-
laboration between teachers and MLLMs for the iterative
design of multimodal MCQs across diverse visualization
literacy educational contexts;

o A multi-faceted evaluation that surfaces design insights
and practical lessons from deploying VizQStudio in re-
alistic instructional settings, highlighting design insights,
practical lessons, and key considerations for visualization
literacy education and broader pedagogical practices.

II. RELATED WORK

In this section, we review relevant research, including Visu-
alization Literacy Education, Visual Analytics for Educational
Content Authoring, Al-Assisted Multiple-choice Questions
Generation, and LLMs for Student Simulation.

A. Visualization Literacy Education

Visualization literacy has long been recognized as a crucial
topic, particularly given its growing relevance in daily life [29],
[30]. It is a multifaceted ability involving skills such as reading
and interpreting visualizations, extracting information from
data, critical reasoning, and authoring effective visualizations.
This breadth makes the education of visualization literacy a
broad and challenging endeavor [31], [32].

Much of the existing literature has focused on summarizing
guidelines for effective visual communication [33]-[37] and
identifying common pitfalls that hinder comprehension [38]-
[40]. Other strands of work have introduced standardized
visualization literacy assessments, which primarily focus on
reading and critical thinking and provide fixed item banks with
summative scoring [9], [12], [41]. While these instruments are
valuable for benchmarking and summative assessment, their
static, fixed-item nature limits adaptability to diverse instruc-
tional contexts and learner populations [10]. This limitation is
particularly salient in visualization literacy education, where
relevant skills have been shown to be multi-dimensional and
highly context-dependent rather than uniform or fixed [42].
As a result, instructors often require support for formative

assessment design that enables them to tailor questions to
specific pedagogical goals and learner backgrounds.
Motivated by this need, VizQStudio explores how instruc-
tors can be supported in iteratively generating and refining
adaptive, multimodal MCQs. Rather than replacing existing
assessment practices, the system draws on established visual-
ization literacy frameworks and reasoning-oriented assessment
perspectives to support instructors’ formative question design.

B. Visual Analytics for Educational Content Authoring

Visual analytics has been widely used to support educational
content authoring by helping instructors inspect and reflect
on learner behavior. Prior systems often focus on analyzing
students’ problem-solving processes to inform iterative content
refinement. For example, QLens [43] and StuGPTViz [44] vi-
sualize student reasoning using Sankey diagrams or treemaps,
enabling instructors to identify common strategies and mis-
conceptions. Other approaches leverage aggregated learner
responses to assist content creation, such as summarizing
crowdsourced solutions to generate peer-facing hints [45].

Recent work has begun to integrate Al assistance into
teacher-driven authoring workflows. SPROUT [46], for in-
stance, combines interactive visualizations with LLMs to
support tutorial creation. However, these systems largely rely
on instructors’ expertise or historical learner data to guide
refinement. They offer limited support for exploring how
diverse learners might respond to newly authored content.

This reliance on previously collected data presents a funda-
mental limitation: for novel questions or instructional materi-
als, such data is unavailable. As a result, instructors lack tools
to proactively reason about potential learner responses during
the design phase. VizQStudio addresses this gap by using
simulated student profiles to visualize plausible reasoning
paths, enabling instructors to anticipate misconceptions and
iteratively refine questions prior to classroom use.

C. Al-Assisted Multiple-choice Questions Generation

Multiple-choice questions are widely used in education [47],
yet designing high-quality MCQs remains notoriously chal-
lenging [14], [15]. Even experienced test developers often
produce only a few well-crafted questions per day [17], and
creating isomorphic problems with varied distractors becomes
especially difficult when images and figures are involved.
Recent advances in generative Al, particularly Large Language
Models, have opened new avenues for assisting teachers in
designing MCQs. Prior studies have focused on automati-
cally generating information-extraction questions from text
passages [22], [24], [48], [49], refining distractor design, or
supporting varied question difficulties [25], [26].

However, these approaches often lack the diverse peda-
gogical coverage needed for real-world visualization liter-
acy education, including comprehensive knowledge coverage,
student diversity, and domain-specific requirements such as
visualization accessibility. While some tools leverage human-
Al collaboration to improve question design with pedagogical
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considerations, they are generally limited to open-ended for-
mats [50], [51], subjects such as coding [52], or peer-generated
items used for learning [53]. In contrast, our work leverages
MLLMs to specifically support the design of adaptive, mul-
timodal MCQs for visualization literacy, ensuring coverage
across diverse knowledge points while accommodating learn-
ers of varying backgrounds and skill levels.

D. LLMs for Student Simulation

Recent research has explored the use of LLMs to simu-
late student behavior across a range of educational contexts.
Multi-agent systems have been proposed to model classroom
interactions or virtual learning environments [54]-[56], while
other work focuses on supporting teacher training through
simulated tutoring, problem-solving scenarios, or dialog-based
interactions [57]-[60]. Collectively, these studies demonstrate
the feasibility of LLMs as student surrogates. However, they
primarily address pedagogical interaction during instruction,
rather than providing design-time feedback for assessment
authoring—where no empirical student data exists, and in-
structors must reason about how diverse learners may respond
to newly created questions before deployment.

Parallel efforts have enriched student simulation by incor-
porating cognitive factors (e.g., knowledge level) and non-
cognitive traits (e.g., personality or mindset) [61]-[64]. While
such domain-agnostic models can be applied across tasks, they
often provide limited diagnostic value for assessment design
in visualization-intensive domains. Visualization literacy relies
on domain-specific reasoning bottlenecks—such as visual en-
coding interpretation, proportional comparison, and perceptual
shortcuts—that are not explicitly captured in general-purpose
simulations. As a result, these approaches offer limited insight
into how diverse learners may reason through specific visu-
alization questions, constraining their usefulness for iterative
assessment refinement.

Our work is situated at this intersection, but addresses a
different design goal. Rather than using student simulation for
instruction or teacher training, we explore its role as a design-
time instrument for assessment authoring. By grounding LL.M-
based agents in domain-specific visualization literacy factors
(e.g., visual processing ability, chart interpretation strategies)
and visualizing their simulated reasoning, VizQStudio sup-
ports instructors in anticipating misconceptions and iteratively
refining MCQs before deployment. In this framing, student
simulation complements empirical learner data by providing
exploratory feedback when real responses are unavailable.

III. FORMATIVE STUDY

To better understand the challenges instructors face in
designing visualization literacy questions, as well as their
needs for a tool involving simulated students, we conducted
semi-structured interviews with six domain experts (E1-E6).
The group comprised three assistant professors (E1-E3), one
lecturer (E4), and two postdoctoral researchers (ES & E6),
each with at least three years of experience teaching or assist-
ing in undergraduate and master’s data visualization courses,
with extensive experience in homework and exam design.

During the interviews, we explored experts’ question design
workflows, prior experiences with Al tools (e.g., LLMs),
expectations for student simulation, and additional functional
needs. Below, we summarize the key design requirements that
emerged from these discussions.

R1: Flexible Sample Question and Requirement Spec-
ification. Instructors often begin the question-design process
with varying levels of readiness. Some arrive with fully devel-
oped samples, others bring only raw screenshots from course
slides or pre-made visualizations, and still others possess
little more than a broad idea. Consequently, the system must
accommodate these diverse entry points, enabling teachers to
either build on existing materials or generate new content
from scratch. Moreover, it should offer flexible configuration
options—such as adjusting question difficulty, specifying con-
textual details (e.g., domain scenarios), choosing chart types,
and identifying core knowledge points—so that instructors can
tailor questions to their specific educational goals and the
diverse needs of their students.

To further inform these configuration needs, we conducted
follow-up interviews with each expert. We presented sam-
ple MCQs from VLAT [9] and CALVI [12], asking which
adjustable settings and student profile attributes would be
most beneficial. To reduce subjective bias and strengthen
theoretical grounding, we triangulated experts’ feedback with
established educational and visualization literacy frameworks.
This process resulted in four categories of MCQ features
(14 in total), as summarized in Fig. 1-A. Specifically, we
aligned Cognitive Complexity with the Revised Bloom’s Tax-
onomy [65] to capture a progression from lower-order tasks
(e.g., value retrieval) to higher-order analytical reasoning. In
parallel, content-specific features (e.g., visual encoding and
chart interpretation) were grounded in validated visualization
literacy frameworks [9], [12], ensuring that question design
reflects established constructs in visualization education.

R2: Diverse Student Profiles Considerations. Participants
emphasized the importance of using LLM-driven simulations
to capture the breadth of student diversity when designing and
evaluating questions. They highlighted the need to represent a
wide range of ages, backgrounds, knowledge levels, and per-
sonal traits. To operationalize these considerations in a theory-
informed manner, we triangulated expert input with prior work
in learning sciences and visualization cognition. This resulted
in three categories of 15 student profile features—demographic
attributes, learning traits, and visualization-relevant knowledge
points—as summarized in Fig. 1-B.

In particular, participants stressed factors specific to visual-
ization literacy, such as visual processing abilities and work-
ing memory. This emphasis is grounded in Cognitive Load
Theory [66] and models of graph comprehension [67], which
identify these faculties as key constraints when learners decode
visual encodings while reasoning about data relationships. By
incorporating these traits into student profiles, the system is
designed to better reflect variations in learners’ prior exposure
and cognitive demands, providing instructors with a structured
lens to reason about novice-to-advanced differences during
question design.

In addition, participants noted that simulated students should
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provide reasoning traces for their answers, enabling instructors
to identify misconceptions and refine question design. Finally,
for scenarios where instructors lack detailed insights into
the student population, they recommended offering a set of
default student profiles. These profiles would help evaluate
how well questions cater to general learners without requiring
customized input, thereby promoting fairness and broader
applicability in assessment design.

Question Features Demographic Settings

- Context Complexity
-- Length of Context
-- Domain Relevance
- Cognitive Complexity
+ Hints/Guidance

- Major
- Grade
- Age

Learning Traits

Chart Features

- Logical Reasoning
- Critical Thinking

- Visual Processing
- Working Memory

- Chart Type

- Data Complexity

+ Visual Encoding
-~ Color
-- Shape

Knowledge Points Settings

Distractor Features

- Determine Range

- Retrieve Value

- Characterize Distribution
- Find Clusters

- Find Extreme

- Find Anomalies

- Make Comparisons

- Find Correlations/Trends

- Number of Distractors
- Plausibility
- Similarity with Answer

Knowledge Features

- Task Type
- Misleader Type
- Design Principle

Fig. 1. Overview of the proposed MCQ features and student agent profile
settings, with detailed definitions provided in the supplementary. (A) MCQ
features are organized into four categories: question, chart, distractor, and
knowledge. (B) Agent settings cover demographic attributes, learning traits,
and knowledge point relevant to visualization literacy.

R3: Concise Summaries for Simulation Results with
Details on Demand. A key advantage of using MLLMs for
question generation and student simulation is the ability to
produce diverse question settings and predict how learners
might respond. However, instructors can be overwhelmed
by the volume of generated questions and simulation data.
Given the complexity of designing each high-quality MCQ,
participants recommended focusing on one question at a time
and providing concise summaries of student feedback. They
suggested grouping similar students to present aggregated
results while highlighting critical metrics such as predicted
difficulty, error rates, and student perceptions to help instruc-
tors quickly assess question quality and identify refinements.

Additionally, participants valued on-demand, granular anal-
yses of students’ reasoning. The ability to “drill down” into
individual thought processes for specific answers helps un-
cover misconceptions and confirm alignment with intended
designs. They recommended a hierarchical feedback approach:
start with high-level insights and allow deeper exploration into
detailed reasoning as needed.

R4: Iterative Question Design and Refinement. A core
requirement for creating high-quality MCQs that effectively
incorporate simulated student feedback is to support continu-
ous teacher-driven refinement of all question components (e.g.,
the stem, options, and associated visualizations). During inter-
views, participants emphasized the need for straightforward
methods to make adjustments, either by describing desired
revisions to the MLLM or by directly manipulating settings
via simple buttons (e.g., chart type, dataset complexity, color
schemes or question context). After each update, the system

should re-simulate student responses, allowing instructors to
compare performance before and after modifications. This
feedback loop enables teachers to iteratively refine MCQs,
ensuring robust pedagogical rigor.

RS: Balance Difficulty Across the Question Set. Instruc-
tors emphasized the importance of designing not just individ-
ual questions, but a well-balanced set with varied difficulty
levels. A diverse and calibrated question set better supports
learners’ progression and ensures comprehensive coverage of
visualization literacy skills.

IV. QUESTION GENERATION AND STUDENT SIMULATION

This section details the MLLM-based question generation
and student simulation modules, which form the backbone of
our system’s iterative design workflow.

A. Teacher-MLLM Collaborative Question Generation

Designing high-quality MCQs for visualization literacy
requires generating accurate, diverse, and sometimes inten-
tionally misleading charts — a significant technical chal-
lenge. We first outline our technical stack choices and the
retrieval-augmented generation (RAG) approach used to im-
prove MLLM-generated chart quality, followed by the backend
pipeline for question generation and iterative refinement.

1) Visualization Generation Method Selection: The system
should transform varied user inputs, from rough descriptions
and lecture slides to fully formed samples, into new MCQs
(R1). A key challenge is generating precise chart visualiza-
tions, as current MLLMs remain unstable [49]. While prior
work often uses Vega-Lite, its high-level grammar lacks the
flexibility needed for tasks involving misleaders (e.g., trun-
cated axes, non-linear scales). Instead, we leverage MLLMs
to generate D3.js code, which offers fine-grained control and
supports complex visualization designs [68].

2) Template-Based Generation and Iterative Refinement:
Directly generating D3.js from scratch often produces unstable
scripts [68]. To improve reliability, we adopt a retrieval-
augmented generation (RAG)-inspired approach: instead of
creating visualizations entirely from scratch, the system
queries, edits, and varies existing templates. To achieve this,
we curated 80 standardized D3.js templates covering ten com-
mon chart types and all misleaders from existing visualization
literacy tests [9], [12], [13].

As shown in Fig. 2, we developed a two-stage question
generation pipeline with an iterative refinement process. First,
the requirement analysis module parses the user’s textual or
image input to extract four types of MCQ features (Fig. 1-
A). Based on these features, the system retrieves the most
relevant D3.js template and CSV data. The question generation
module then modifies them according to user configurations,
introducing variations (e.g., random colors or data distribu-
tions) to enrich the resulting charts (Fig. 1-B). This pipeline
reliably generates chart visualizations that meet the diverse
needs of visualization literacy MCQs, as further evaluated
through quantitative experiments in Sec. VI.

Furthermore, Fig. 3 illustrates the iterative refinement pro-
cess: instructors can update any part of an MCQ (chart, code,
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Fig. 2. The question generation pipeline. (A) The system analyzes the instructor’s input—such as textual descriptions, sample figures, or lecture slides—using
a GPT-40 module. It then extracts feature requirements (e.g., chart features, knowledge points, distractor features) in accordance with the feature set described
in Fig. 1 (B) These extracted features are used to retrieve the most similar MCQ templates, along with corresponding chart data and code, from an external
database we collected. (C) In the first step, the system uses the retrieved D3.js code, data, and QA templates—combined with the corresponding chart image
and user-specified feature requirements—to modify the template code and produce a customized chart figure. In the second step, an additional MLLM module
processes the generated chart image, the template QA, and the instructor’s requirements for question content and distractors to generate the final QA set. This
two-step process yields an output MCQ that fully aligns with the instructor’s design intent.

data, or QAs) via revision prompts and feature selections. The
system integrates these changes using MLLMs to produce up-
dated versions, enabling instructors to progressively improve
question quality and pedagogical rigor.

B. MLLM-Based Student Simulation

To provide precise feedback on generated MCQs and action-
able revision suggestions, we implemented an MLLM-based
student simulation module. Designed based on requirements
(R2), it integrates the controllable features in Fig. 1 and
supports three core processes: generating student profiles, clus-
tering students, and simulating students responses. Unlike Item
Response Theory (IRT) [69] or Bayesian Knowledge Tracing
(BKT) [70], which depend on historical learner response data,
our approach instantiates synthetic learner personas grounded
in User Modeling frameworks [71], [72]. This design enables
formative, design-time feedback for newly authored questions
without requiring prior learner interaction data.

Generating and Updating Student Profiles: A core re-
quirement is representing a diverse range of students (R2).
We developed a profile generation module that dynamically
synthesizes profiles using GPT-03-mini, allowing fine-grained
control over demographic, cognitive, and knowledge attributes

| Previous Figure

)3 Previous Code

2= Previous Data

Gy Previous QA

Fig. 3. Overview of the iterative MCQ update process. (A) The system
starts with the previous MCQ (chart image, code, data, and QA content) as
references. (B) Alongside these references, the MLLM module also takes in
the user’s revision prompt and selected features from the Feature View. (C)
The MLLM then updates the chart code and CSV data, renders the revised
chart, and modifies the QA content, producing an updated MCQ aligned with
the user’s instructions.

(Fig. 1-B). The system honors instructor-defined constraints
and otherwise applies sensible defaults. For example, the
default simulated cohort size is set to 20, reflecting the typical
size of a university tutorial or discussion group [73]. This
choice provides a reasonably representative snapshot of learner
diversity while maintaining computational efficiency for real-
time interaction. Instructors can override this default by spec-
ifying any cohort size. Prompt templates were iteratively
refined for accurate profile construction, with full templates
provided in the supplementary materials.

Clustering Students for Aggregated Analysis: Analyzing
individual responses at scale can be overwhelming, so our
system clusters students based on three levels of features
( Fig.1-B) using K-means (default K =4), a common approach
in educational contexts [74], [75]. The results are visualized
with radar charts to summarize group characteristics and sup-
port cross-group comparisons (R3). This enables instructors to
efficiently assess group-level performance and identify groups
struggling with specific question types.

Simulating Student Responses: To evaluate MCQ effec-
tiveness, we simulate student responses using an MLLM-
based reasoning framework conditioned on each agent’s de-
mographic attributes, cognitive traits, and domain knowledge.
This enables exploration of how different students answer the
question, supporting analyses of answer distributions, potential
misconceptions, and subsequent question refinements.

The simulation pipeline retrieves the student profile, the tar-
get MCQ (stem and options), and a base64-encoded chart im-
age to construct a structured reasoning prompt. Each student’s
cognitive abilities (e.g., logical reasoning, visual processing)
are mapped to selection likelihoods for different reasoning
pathways. For each question, the simulated student produces:
(1) a selected answer; (ii) a step-by-step reasoning trace; and
(iii) ratings of the question along six dimensions—context
clarity, chart complexity, data difficulty, visual encoding com-
plexity, overall cognitive challenge, and hint dependency.

It is important to note that all of these outputs are gen-
eratively inferred by the MLLM. As no prior student data
exists for novel MCQs, the model is prompted to “think aloud”
step by step while adhering to the constraints specified in
the student profile and knowledge configuration. The resulting
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Fig. 4. System interface of VizQStudio. The interface is organized into five main panels: (A) Sample View, where users provide a sample question and/or
reference figure; (B) Feature View, which displays four feature categories and historical user choices to control and adjust question generation; (C) Simulation
View, which classifies the simulated students and presents both the generated question and simulation outcomes; (D) Agent Profile View where users broadly
define the characteristics of the student agents; and (E) Agent Setting View, which enables fine-grained control and adjustment of the MLLM-simulated
students’ profiles. The four side panels (A, B, D, E) serve as user control areas, while the central (C) Simulation View aligns each component of the Generated
Question with its corresponding simulated feedback in Simulation Results zone. This layout allows users to immediately see how each round of edits or feature

adjustments influences student responses.

reasoning traces are therefore not treated as ground-truth
explanations of individual learner cognition, but as plausible
reasoning pathways whose instructional relevance is examined
empirically through alignment with real students’ self-reported
reasoning in our large-scale online study (Sec. VI).

These outputs support both aggregate summaries and fine-
grained diagnostics of question quality, enabling instructors
to inspect how different learner profiles may reason through
a question and where misconceptions or unintended short-
cuts may arise. For efficiency, simulations are parallelized
via multi-threaded API calls to reduce latency in large-scale
runs. The outputs are parsed to extract answers, reasoning
traces, justifications, and diagnostic metrics, supporting it-
erative MCQ refinement while maintaining alignment with
diverse learner profiles.

V. SYSTEM DESIGN

Based on the design requirements identified in Sec. III
and modules in Sec. IV, we developed VizQStudio, a visual
analytics system that enables instructors to iteratively design
and refine visualization literacy MCQs using MLLM-based
simulated student feedback. This section first outlines the
system workflow, then introduces the four main input panels
(A, B, D, E), and finally presents the Simulation View (C),
which displays the generated questions and simulation results.

A. System Overview

VizQStudio follows an iterative workflow that helps instruc-
tors design, test, and refine visualization literacy MCQs using
MLLM-based simulated student feedback. Teachers start by
drafting a question or importing sample slides, then adjust
question features (e.g., chart type, knowledge points) and
configure student profiles (e.g., background, learning traits).
The system then simulates student responses and reasoning,
providing immediate insights into potential misconceptions,
and question quality. Instructors refine the questions based on
this feedback and re-run simulations until the MCQs align with
instructional goals and accommodate diverse learner needs.

B. User Interface

The interface of VizQStudio is organized into five main
panels ( Fig. 4), each corresponding to a distinct stage in the
question design process.

1) Sample View & Feature View: After selecting the pre-
ferred model via the Model button, teachers begin drafting or
importing a question in the Sample View (Fig. 4-A), where
they can either describe key points or paste sample slides
and questions. This flexible setup enables instructors to design
questions for various scenarios while ensuring alignment with
real classroom needs (R1).
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Fig. 5.
demographic details. Radar charts illustrate each group’s average traits and
knowledge levels. Users can interactively drag the radar charts to adjust the
group levels. (B) Each stacked bar chart illustrates each student group’s
feedback on the question stem and related features. Colored bars represent
feedback for the current version, while grey bars indicate responses from the
previous version for quick comparison.

(A) Each color-coded group card displays the cluster size and

Once the question is drafted, teachers proceed to the Fea-
ture View (Fig.4-B) to fine-tune specific aspects of the MCQ.
The system presents four core feature categories—Question
Features, Chart Features, Distractor Features, and Knowledge
Features—based on previously collected teacher needs ( Fig.1-
A). Within each category, specific features are displayed as
sliders or drop-down menus, enabling teachers to easily adjust
the relevant values (R4). Next to each feature control, a
History section shows previously selected values, allowing
users to compare different question versions. Finally, a Gen-
erate/Update button at the bottom triggers the regeneration
of both the question and the student simulation results in the
adjacent Simulation View (Fig. 4-C).

2) Agent Profile & Setting Views: To simulate potential stu-
dents using MLLM-based models, teachers rely on the Agent
Profile View (Fig.4-D) and the Agent Setting View (Fig. 4-
E). Similar to the Sample & Feature View, instructors can
either upload existing student information (e.g., a spreadsheet
of demographic attributes and learning characteristics) or begin
by describing the broad distribution of student characteristics
in the Agent Profile View (Fig. 4-D), then refine and update
specific agent settings in the Agent Setting View (Fig. 4-
E). Drawing on prior research and collected teacher needs
(R2), we group agent configurations into three main feature
categories (Demographic Settings, Learning Traits Settings,
and Knowledge Points Settings), each containing multiple
adjustable parameters (Fig. 1-B). By combining these two
views, teachers can model diverse learning styles and abilities.
The resulting student groups are automatically classified and
displayed in the Simulation View (Fig.4-C), where instructors
can further review each group’s performance and feedback.

3) Simulation View: The Simulation View (Fig.4-C) serves
as the central workspace for analyzing both the Generated
Question and the Simulation Results. At the top, the system
clusters simulated students into color-coded Student Groups
(Fig. 4-c1) based on user-defined agent settings. By default,
four groups are generated via k-means clustering. Teachers
may specify a different number or clustering criteria (Fig. 4-
cl). Specifically, each group’s panel (Fig. 5-A) displays es-
sential summaries, such as cluster size, average major or
background, and two radar charts illustrating average cognitive
and knowledge-point levels.

In the lower half of the Simulation View, the system
aligns each component of the Generated Question (Fig. 4-

c2)—including the stem, chart, answer options, and explana-
tions of relevant knowledge points—on the left, with corre-
sponding student feedback and responses on the right. This
side-by-side layout enables instructors to clearly see how
settings in the Feature View ( Fig. 4-B) influence each part
of the question updates, while also allowing easy comparison
with previous versions, indicated by grey bars (R4).

The simulated students’ responses are summarized in the
Simulation Results zone. At a glance (Fig.4-c4, Fig.5-B), this
area displays two rows of stacked bar charts: the top row shows
how each student group perceives the question stem, while
the bottom row reflects their evaluation of the chart settings,
providing a concise summary of student feedback to support
quick refinement (R3). Further down, the Sankey-like diagram
(Fig. 4-c5, Fig. 6-A) offers deeper insights into students’
answer choices and thought processes (R3). Instructors can
click on a specific answer choice (Fig. 6-al) to highlight
only the students who selected that option, thereby reducing
clutter and revealing shared misconceptions or design flaws.
As an example, 32% of students selected the incorrect option
B, primarily from the dark-blue and orange student groups
(Fig. 6-al). The Sankey-like visualization besides traces each
student’s reasoning, grouping those who share the same step-
by-step strategy into unified blocks, while horizontal spacing
encodes the average “thinking time” inferred from each agent
MLLM’s reasoning token lengths (Fig. 6-a2). For instance,
three students from the orange group who selected option
B began by “Comparing the options”. Two of them then
proceeded to “Compare the axis”, while the third student
directly moved on to “Compare the percentages” and spent
a longer time reasoning through the step. To address poten-
tial issues with step length and visual clutter, the backend
algorithm incorporates additional control over step length
during reasoning analysis. Meanwhile, users can click the
“Full View” button above the Sankey-like diagram to view
an expanded version in a pop-up window. After updating
the question feature, by directly editing Fig. 4-c2 or entering
natural-language instructions in Fig. 4-c3, teachers can re-run
the simulation to observe how these changes affect student
responses. A summary chart at the bottom (Fig.4-c6) compares
the current version’s correctness rates with previous iterations,
enabling quick assessments of how each refinement influences
question complexity and clarity (RS). By aligning question
content on the left with student feedback and reasoning on the
right, the Simulation View makes it easy to spot ambiguous
wording, confusing visuals, or overly challenging knowledge
points. Teachers can further revise the question directly or
interact with MLLMs in Fig. 4-(c2 and c3). They can also
expand the chart editor panel in Fig. 7-(A-C) to edit the raw
chart code or CSV data if needed. In addition, teachers can
adjust features in Fig.4-B or update student profiles in Fig. 4-
(D and E). After making any updates, they can re-run the
simulation until the MCQ aligns with instructional goals and
addresses the needs of diverse learner populations.

Design alternative. During the design process, we explored
different visualization approaches in consultation with our
experts. For example, one idea involved a node-link layout
that depicts reasoning trajectories across groups (Fig. 6-B).
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Fig. 6. (A) A Sankey-like layout for visualizing student responses and reasoning processes. The colored dot labeled with the option name and number indicates
the percentage of students who chose a specific (often incorrect) option. By clicking a particular answer choice (al), instructors can highlight the relevant
subset of students and hide others to reduce visual clutter, thus offering deeper insight into why learners selected certain options and how the question might
be improved. A stacked bar chart (al) shows the composition of each student group, while the Sankey diagram merges students with identical strategies into
a single block and uses horizontal spacing to encode average “thinking time”, approximated by the MLLM’s reasoning token length (a2). Each strategy path
ultimately reconnects with the student’s original group (a3). (B) An alternative node-link design that visualizes reasoning trajectories for different groups.
Experts discarded this approach because it does not easily facilitate comparisons of problem-solving processes across students.

Data & Code
Editor

[
i

Fig. 7. Users can expand the chart editor panel in (A) to review the original
CSV data (B) and D3.js"HTML code (C), and edit them directly.

Vertically aligned nodes represent the set of action choices
students make at each step, and hovering over a dot (Fig. 6-
bl) highlights the corresponding problem-solving path. Al-
though this layout more directly reveals individual reasoning,
experts ultimately preferred the Sankey-like design because
it emphasizes aggregated student performance and facilitates
comparisons of problem-solving processes across groups.

VI. EVALUATION

We evaluate VizQStudio via: (1) a quantitative evaluation
of the simulation and question generation modules; (2) case
studies demonstrating system functionalities; (3) a real-world
classroom experiment on designing high-quality visualization
literacy MCQs for students; (4) a large-scale online study
measuring learning gains and pedagogical effectiveness; and
(5) interviews with six domain experts;

A. Evaluating Student Simulation & Question Generation

A primary goal of this evaluation is to assess whether sim-
ulated students exhibit reasoning behaviors that are consistent
with their intended learner profiles. As prior literature on
synthetic users emphasizes, evaluating such agents requires
examining adherence to behavioral traits and reasoning pro-
cesses, rather than task success alone [76]. Consequently,
general-purpose LLM benchmarks (e.g., MMLU), which focus
on overall intelligence [77], are not suitable for evaluating
persona fidelity in student simulation. Our evaluation therefore
focuses on two goals: (1) measuring persona fidelity using

alignment-based metrics, and (2) informing model selection
under interactive design constraints.

Alignment-based evaluation of simulation fidelity. Fol-
lowing the role-based LLM evaluation framework [78], we
operationalized persona fidelity through three complementary
alignment dimensions: Cognitive Alignment, which captures
whether the generated reasoning reflects predefined cog-
nitive strengths and weaknesses; Reasoning Steps Align-
ment, which assesses whether the reasoning follows expected
problem-solving strategies implied by the learner profile (e.g.,
visual-first vs. logic-first approaches); and Semantic Align-
ment, which measures the overall thematic coherence between
the learner profile description and the generated reasoning
trace using semantic textual similarity (STS) [79]. Formal
definitions and implementation details of these alignment
metrics are provided in the supplementary.

All alignment scores were normalized to the range [0; 1] and
combined into an overall consistency score using a weighted
sum (40% cognitive, 40% reasoning steps, 20% semantic),
deliberately prioritizing process-level fidelity over surface-
level semantic similarity. This weighting reflects our design
goal of modeling how students reason through visualization
tasks, rather than how fluently they describe themselves.

Prior work does not define absolute thresholds for in-
terpreting alignment scores; instead, such metrics serve as
relative indicators of persona adherence for model comparison
and selection [78]. In this context, overall consistency values
around 0:6 indicate that a model consistently incorporates
profile constraints across repeated generations, rather than
producing role-agnostic or highly unstable reasoning traces.
We therefore interpret this level of alignment as sufficient to
support design-time exploration of common reasoning patterns
and potential misconceptions, rather than supporting that the
simulation accurately predicts individual learner behavior.

Confirming model selection. To validate our design choice
under the proposed alignment-based evaluation, we compared
GPT-40 with ol using identical clustered learner profiles
and visualization literacy questions (20 simulated students
x50 rounds). GPT-40 achieved higher overall alignment
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Fig. 8.
levels, while the other two clusters comprise Design or Business students, each group specializing in either Visual Processing or Knowledge Points. (B)
Simulated student feedback for the generated questions before and after adjustments. In the upper half, nearly all students rate the original question (top of
(C)) as easy across six perspectives. In contrast, after experts revised the chart type and added more distractors (lower half), more simulated students perceive
the updated question (bottom of (C)) as more complex. (C) The original (top) and revised (bottom) versions of the expert-generated question.

consistency than ol (0.6611 vs. 0.6237), while also requiring
substantially lower latency per response (35.05s vs. 146.43s).
Given our goal of enabling reasonably stable persona adher-
ence under interactive constraints, this result confirms our use
of GPT-40 as the default simulation model.

Question generation and revision reliability. We addi-
tionally examined the operational reliability of the question-
generation workflow. Across 50 randomized generation and re-
vision scenarios, the initial question-generation stage averaged
12.67 s per instance with a 76% manual success rate, while the
revision stage averaged 9.82 s with an 82% success rate, where
success indicates whether the LLM output correctly followed
the specified generation or revision instruction. These results
indicate that the system can support timely generation and
iterative revision in an interactive authoring context, providing
a practical foundation for instructors to iteratively develop and
refine their question design.

B. Case Study

We engaged our six experts (E1-E6) from the formative
study to evaluate VizQStudio. After a brief overview of the sys-
tem’s background and workflow, the experts used VizQStudio
to iteratively design visualization literacy MCQs. From these
sessions, we derived two case studies illustrating the system’s
utility across diverse scenarios and student backgrounds.

1) Iterative Question Design from a Rough Draft: Experts
El and ES5 used VizQStudio to create MCQs starting from a
rough idea, iteratively refining each question through feedback
and simulation until it met their standards.

Student Profiles Settings and Adjustments. The experts
began by describing their class in the Agent Profile View
(Fig. 4-D): “My students mostly have a computer science
background, with some design and business students. They are
new to data visualization with limited foundational knowledge,
and their learning traits are average.” The initial simulation
revealed four clusters, mostly computer science majors with
diverse learning traits and visualization knowledge. To better

(A) Student simulation and clustering results after adjustments by experts E1 & ES. Two clusters are predominantly CS students with varying ability

reflect classroom demographics, the experts refined the De-
mographic Settings in the Agent Setting View (Fig. 4-E),
boosting the proportion of design and business students and
reducing the number of CS students. After these changes, four
balanced clusters emerged: two composed mainly of computer
science students with varied abilities, one comprising primarily
design students strong in Visual Processing and certain Knowl-
edge Points, and one containing mostly business students with
higher Critical Thinking ( Fig. 8-A).

Rough Question Description and Iterative Adjustments.
With student profiles set, the experts moved to the Sample
View (Fig. 4-A) to outline their question requirements. They
started with a broad description: “I need a bar chart question
to retrieve and compare values among different groups. It
should not be overly straightforward. Include an interesting
contextual background.” They kept the Feature View (Fig. 4-
B) mostly at default, modifying only the Chart Type.

After the initial question generation and student response
simulation, the experts reviewed the output (upper half of
Fig. 8-B,C). They confirmed the question’s correctness and
overall quality; simulated student feedback (Fig. 8-bl) indi-
cated that most aspects, such as chart interpretation, were easy,
with moderate complexity noted in context—matching the ex-
perts’ expectations. However, the initial accuracy rate was too
high at 95% (Fig. 8-cl), suggesting insufficient difficulty. Only
one student from group 2, a junior with notably low traits,
answered incorrectly (Fig. 8-al). To raise the challenge level,
the experts revisited the Feature View (Fig. 4-B), increasing
both Number of Distractors and Plausibility, and switching
the Chart Type to a line chart for additional complexity. Upon
regeneration and simulation, the updated question offered
four plausible distractors, reducing the accuracy to a more
desirable 75% (Fig. 8-c2). The newly introduced distractors
involved visually similar line charts, requiring more careful
inspection according to the updated student feedback ( Fig. 8-
b2). Satisfied with the new difficulty level, the experts marked
the question as “Checked”, finalizing it for classroom use.
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2) Designing Misleading MCQs for Educational Purposes:
Experts E2 and E3, instructors of an undergraduate data
visualization course, used VizQStudio to iteratively design
questions based on their lecture materials, tailoring them to
the specific needs of their students.

Slide Upload and Requirement Specification. Seeking to
emphasize the misleader Inappropriate Scale Range—where
a non-zero y-axis skews the perceived proportions in a bar
chart—they uploaded a related slide screenshot (provide in
supplementary materials) and provided clear instructions: “I
plan to create a misleading bar chart question that does
not start at zero, thus skewing the perceived proportion be-
tween two items.” After confirming that the simulated student
profile clusters matched their class composition, the experts
proceeded to simulate student responses for their initial draft.

Identification of Common Error Reasoning. The gen-
erated question ( Fig. 4-c2) aligned well with the experts’
expectations and contained no clear errors. However, while
the simulated students found it neither overly complex nor
excessively tricky, the overall simulated accuracy rate was
only 35% (Fig.9). To understand why, the experts examined
detailed reasoning traces (Fig. 9-A). They saw that students
who answered incorrectly typically proceeded directly to
Verify bar heights right after Understand the question or
Understand the options, neglecting the axis scale. In contrast,
those who answered correctly either performed Examine Chart
Data or explicitly Checked the Chart Axis, revealing distinctly
different reasoning strategies (Fig.9-B). Although few students
indicated the need for hints (Fig. 9-C), the experts decided
to include a subtle hint to draw attention to the axis scale,
reinforcing this crucial visualization literacy concept rather
than simply tricking students.

Question Revision and Resimulation. Returning to the
question revision panel (Fig.4-c3), the experts added a textual
instruction: “Add a subtle hint to the question stem.” After
regenerating the question with this minor change (Fig. 4-c7),
a resimulation showed a clear improvement: more than 65% of
students now correctly recognized the misleading element by

@ Check the axis Hints Requirement U
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@ I Understand the question
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Fig. 9. Simulation results for the first version of the misleading bar chart
question in Section 6.2.2, where simulated students achieved a 35% correct
rate. (A) Students who fell into the “trap” and chose option C tended to check
each bar’s height directly after understanding the question and options. (B)
Students who answered correctly typically examined the chart axis or data.
(C) Most simulated students overlooked the truncated axis and considered the
question simple; they generally rated the hint requirement as low.
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Fig. 10.
simulated student agents (designed by expert E3) for each question. See the
supplementary materials for details on the questions. (B) Pearson correlation
coefficients summarizing the alignment between simulated agents’ and real
students’ ratings on five feedback metrics, aggregated across all questions.

(A) Comparison of real students’ answer accuracy with that of the

inspecting the axis scale before comparing bar heights ( Fig.4-
c5). Notably, simulated student feedback ( Fig.4-c4) explicitly
mentioned the increased recognition and utility of this hint.
Both the original and revised questions were saved, reinforcing
the value of guiding hints in this challenging question.

C. Real-World Classroom Experiment

After the expert interviews, we conducted a real-world
classroom experiment (IRB-approved) to evaluate VizQStudio
by assessing the quality of MCQs designed with the system
from students’ perspectives and examining how well its sim-
ulated student performance aligns with real student outcomes.
Collaborating with E3, we designed an in-class quiz for a
lecture on Effective Visual Design for Data Storytelling.

Quiz Design and Setup. E3 sought to design MCQs that
assess four critical knowledge points from the lecture: (1)
effective color schemes for heatmaps, (2) scatterplots for
visualizing variable relationships, (3) reduce visual clutter in
line charts, and (4) potential misinterpretation with bar charts
when the y-axis does not start at zero. Initially, E3 included
two previously designed misleading bar chart questions—one
with explicit hints and one without—to explore whether hints
effectively guided students to identify misleading elements.
Next, E3 used VizQStudio to upload relevant lecture slides and
initial question descriptions, iteratively refining the questions
based on simulated student feedback. This process balanced
overall difficulty and yielded a final quiz of five questions. The
students took this quiz during the following lecture, and the
participation was voluntary, anonymous and IRB approved.
A total of 12 students agreed to share data for research
purposes. They rated each question on six dimensions aligned
with our simulation metrics (Sec. IV-B-Simulating Student
Responses), giving comments to the quiz question design,
providing insights into both question quality and how well
the simulated agents reflected the real student experiences.

Student Feedback and Agent Comparison. Overall, stu-
dent feedback was very positive. Many noted strong alignment
with the class materials, for instance: “They aligned with
the class materials. I can see some of the heuristics and
biases used in the graph design to manipulate and mislead
data.” Others praised the visual clarity, calling it “visually
pleasing” and describing the graphs as “interesting and nicely
displayed”. We compared each question’s average accuracy be-
tween real students and the simulated agents designed by E3,
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and also computed Pearson correlations between real student
ratings and simulated student feedback (Fig. 10). The results
indicate that the simulated agents generally predicted student
performance accurately, although they tended to slightly under-
estimate real students’ success (Fig. 10-A). As for the agents’
modeling of student ratings, performance varied across metrics
(Fig.10-B): the agents were more accurate in capturing context
and visual comprehension, while relatively weaker in modeling
data complexity or overall cognitive challenges.

In summary, our experiment demonstrates the effectiveness
and reliability of our simulated student module in capturing
genuine student perceptions and providing valuable guidance
for MCQ refinement.

D. Large-Scale Online Study on Learning Outcomes and
Simulation Validity

We conducted a large-scale online study to examine the
educational impact of VizQStudio and the validity of its stu-
dent simulation in supporting instructional design. The study
addressed two research questions: (1) whether MCQs designed
with the support of VizQStudio can function as effective in-
structional materials and lead to measurable learning outcomes
in visualization literacy; and (2) whether the LLM-simulated
reasoning strategies used during question design can credibly
approximate common learner thinking patterns.

Study Design Overview. The study followed a two-stage
design that mirrors a realistic instructional workflow: learner
profiling, question design, instruction with feedback, and post-
instruction assessment. Across all stages, learning objectives
were controlled by focusing on a fixed set of five visualization
misleaders, which served as the core knowledge construct.

Stage 1: Learner Profiling, Baseline Assessment, and
Group Assignment. In Stage 1, 100 participants were re-
cruited via Prolific, of whom 99 provided valid responses.
Participants reported background information and completed
self-report items assessing cognitive and visualization-related
abilities, aligned with the learner attributes used in VizQStu-
dio’s student simulation. Participants also completed a five-
item visualization literacy pre-test (score range: 0-5), with
instructor-selected VLAT questions aligned with the visual-
ization misleaders targeted in the tutorial.

Based on pre-test performance and demographic character-
istics, participants were divided into two groups with com-
parable baseline scores and similar demographic distributions
(Group 1: N =50, Mean = 2:10, SD = 1:15; Group 2: N =49,
Mean = 2:12, SD = 1:17). To reduce memorization effects,
pre-test items instantiated the target misleaders using chart
types that differed from those used in later stages.

Teacher-Guided Question Design with VizQStudio. In-
structors who had previously taught the visualization liter-
acy course were invited to design instructional MCQs using
VizQStudio. They were provided with the learner profiles of
Group 1 and designed ten MCQs targeting the five misleaders
(two questions per misleader). During this process, VizQStudio
generated simulated reasoning traces for all 50 learners per
question, recorded instructors’ edit logs, and clustered sim-
ulated reasoning to extract the five most frequent reasoning
patterns per question.

Stage 2: Concept Instruction, MCQ-Based Learning,
and Reasoning Alignment Tasks. Stage 2 was conducted
three days after Stage 1, and participants were given a one-
week window to complete all tasks. All participants first
reviewed a tutorial introducing the visualization literacy con-
cepts associated with the five misleaders, ensuring a shared
instructional baseline.

Participants then completed a learning activity consisting of
ten MCQs, which functioned as instructional materials rather
than solely as assessment items. After responding to each
question, participants were shown the correct answer along
with an explanation to support conceptual understanding.

Participants in Group 1 completed the ten MCQs designed
using VizOStudio, while participants in Group 2 completed
ten VLAT MCQs covering the same knowledge points. The
underlying misleaders were consistent across the pre-test,
instructional MCQs, and post-test, while chart types and visual
encodings were varied to promote conceptual transfer. For
participants in Group 1, an additional reasoning alignment
task was included after answering each MCQ. Specifically,
participants were presented with the five most frequent rea-
soning strategies derived from clustering the LLM-simulated
student reasoning traces for that question. Participants were
asked to select the strategy that most closely matched their own
thinking process. If none of the strategies adequately reflected
their reasoning, participants could select an “Other” option
and describe their reasoning in free text. After completing the
learning activity, all participants completed a five-item post-
test, consisting of VLAT questions selected to align with the
same knowledge points assessed in the pre-test.

Of the 99 participants who completed Stage 1, 80 proceeded
to Stage 2 with valid consent and tutorial completion, yielding
39 valid responses in Group 1 (11 incomplete submissions)
and 41 in Group 2 (8 incomplete submissions).

1) Learning Outcomes and Learning Gains: Participants
demonstrated improved visualization literacy following in-
struction in both conditions. Post-test performance was com-
parable across conditions (Group 1: Mean = 2:95, SD = 1:30,
N =39; Group 2: Mean = 2:88, SD = 1:31, N =41) (Fig. 11-
A), suggesting that learners were able to demonstrate similar
levels of visualization literacy after engaging with either set
of instructional MCQs.

Using matched pre—post data (N = 79), both groups ex-
hibited statistically significant learning gains relative to their
baseline performance. Group 1 showed a mean gain of 0:74
(SD =1:67, N = 38; paired ¢-test, p = 0:010), while Group 2
showed a mean gain of 0:63 (SD = 1:37, N = 41; paired -
test, p = 0:005). Across all participants, the average learning
gain was 0:68 (SD = 1:52), with a 95% confidence interval
of [0:34; 1:02], indicating a consistent improvement in visual-
ization literacy following the instructional activities.

To compare instructional conditions while accounting for
baseline differences, we conducted an ANOVA with post-test
score as the dependent variable and pre-test score as a covari-
ate. The analysis revealed no significant effect of condition
(group coefficient = —0:04, p = 0:887). Rather than aiming
to outperform standardized instruments such as VLAT, this
analysis evaluates whether MCQs authored with VizQStudio
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can achieve comparable learning outcomes under substantially
more flexible design conditions. The absence of a signifi-
cant difference indicates that, despite relying on instructor-
driven generation and simulation rather than a fixed, curated
item bank, VizQStudio-designed questions do not compromise
learning effectiveness. This result points to the VizQStudio’s
potential role at design time: supporting scalable, low-cost, and
adaptable question authoring in instructional contexts where
standardized tests are impractical due to curriculum mismatch,
limited coverage, or the need for frequent iteration.

2) Validity of LLM-Simulated Reasoning Strategies: A cen-
tral goal of VizQStudio is to support instructional design by
simulating plausible student reasoning patterns. Accordingly,
our evaluation focuses on whether LLM-simulated reasoning
strategies can adequately represent common student thinking
patterns observed during problem solving.

Coverage of Student Reasoning Patterns. Across 39
participants and 10 questions in Group 1 (i.e., 390 reasoning
alignment instances), 94:62% of responses selected one of the
five representative reasoning strategies derived from clustering
the simulated reasoning traces. At the question level, coverage
exceeded 92% for all items, indicating that the majority
of participants were able to identify a simulated reasoning
strategy that closely matched their own thinking process.

Perceived Alignment with Simulated Reasoning Strate-
gies. In addition to selecting a matching strategy, participants
rated how well the provided strategies aligned with their own
reasoning process on a five-point Likert scale. Across all
questions and participants in Group 1, participants reported
a generally high perceived alignment between the simulated
reasoning strategies and their own thinking (Mean = 3:62,
SD = 1:14, N = 39), indicating that the LLM-simulated
strategies were often perceived as capturing key aspects of
students’ reasoning processes. This quantitative assessment
complements the coverage results by capturing the degree
of perceived similarity between simulated and self-reported
student reasoning.

Analysis of Misalignment Cases. In cases where partic-
ipants selected the “Other” option or reported lower align-
ment, free-form responses revealed that misalignment typically
stemmed from heuristic estimation (e.g., approximate visual
comparison without explicit stepwise reasoning), individual
visual accessibility issues, or idiosyncratic reasoning short-
cuts. For example, one participant noted that they “roughly
compared the bar lengths visually and chose the closest
option,” without explicitly following the multi-step comparison
described in the simulated strategies. These responses suggest
that mismatches often reflected differences in the level of
reasoning granularity or articulation, rather than fundamentally
distinct problem-solving approaches.

Relationship Between Simulation Alignment and Learn-
ing Outcomes. To examine whether alignment with simu-
lated reasoning strategies relates to learning outcomes, we
conducted exploratory analyses within Group 1. Neither partic-
ipants’ average alignment ratings nor the frequency of “Other”
selections showed a significant Pearson’s correlation with
post-test performance (|r| <0:25, p > 0:20) [80]. This result
suggests that alignment with simulated reasoning strategies

is not strongly associated with individual learning outcomes,
and that the primary role of the simulation lies in supporting
instructional design rather than predicting learner performance.

Fig. 11.
instructional conditions. (B) Participants’ perceived instructional value of
the MCQs across multiple dimensions for VizQStudio-designed questions
(Group 1) and benchmark VLAT questions (Group 2).

(A) Pre-test and post-test performance of participants in the two

3) Perceived Instructional Value: Participants reported pos-
itive perceptions of the MCQs as learning materials following
the tutorial (Fig. 11-B). For the VizQStudio-designed MCQs
(Group 1), participants rated the questions as clear (Conceptual
Clarity: Mean = 3:54, SD = 1:19) and cognitively engag-
ing (Cognitive Challenge / Engagement: Mean = 3:97, SD
= 0:99), indicating that the teacher-authored questions pro-
duced with VizQStudio were accessible while still prompting
active reasoning. Participants also reported that the provided
answers and explanations effectively supported understanding
(Feedback Effectiveness: Mean = 4:15, SD = 1:04).

Beyond surface-level clarity and engagement, participants
perceived the VizQStudio-designed MCQs as instructionally
meaningful in diagnosing and supporting learning. Specifi-
cally, participants reported that the questions helped surface
misunderstandings (Diagnostic Value: Mean = 3:64, SD =
1:20) and supported preparation for answering similar visu-
alization literacy questions (Learning Support / Preparedness:
Mean = 3:79, SD = 1:08). These perceptions suggest that
the MCQs functioned not only as practice items but also
as reflective learning prompts that encouraged learners to
examine their reasoning.

To contextualize these perceptions, we compared Group 1
with a VLAT benchmark condition (Group 2), which exhibited
overall comparable ratings across the same instructional-value
dimensions (Fig. 10-B) (Conceptual Clarity: Mean = 3:59, SD
= 1:26; Cognitive Engagement: Mean = 4:17, SD = 0:77;
Diagnostic Value: Mean = 3:68, SD = 1:11; Feedback Effec-
tiveness: Mean = 4:05, SD = 0:97; Learning Support: Mean
= 3:83, SD = 1:14). Taken together, these results indicate
that teachers using VizQStudio can design instructional MCQs
that learners perceive as effective learning materials, with
overall instructional value comparable to VLAT questions in
a tutorial-based learning context.

4) Teacher Revision Patterns and Human-in-the-Loop Safe-
guards: During teacher-guided question design, VizQStudio
recorded detailed revision logs capturing how instructors iter-
atively refined each MCQ prior to deployment. Across the ten
instructional MCQs designed for Stage 2, instructors revised
each question multiple times, with an average of 8:3 revisions
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per question (SD = 2:4) and an average authoring time of 9:6
minutes per question (SD = 3:1).

Based on revision logs and instructor feedback, approxi-
mately half of the revisions focused on structural aspects of
the question, such as modifying chart data or visual encodings
to ensure correctness and clarity, while the remaining revisions
were driven by inspecting simulated student reasoning and
adjusting difficulty, distractors, or explanations accordingly.
Notably, although chart-related revisions accounted for a sub-
stantial portion of revision events, they consumed a smaller
share of total authoring time (approximately one-third), fa-
cilitated by flexible editing affordances such as direct chart
manipulation and natural-language interaction with the LLM.

Together, these results indicate that VizQStudio supports
an iterative, expert-driven design process in which model-
generated drafts are efficiently corrected and pedagogically
refined through simulation-informed exploration. Broader im-
plications and limitations are discussed in Sec. VII.

E. Expert Interviews

Following the case studies, we conducted one-on-one inter-
views with six experts (E5-E10, including two from the case
studies and four newly invited assistant professors specializing
in visualization from two universities). Each interview lasted
60-80 minutes with a $70 honorarium. For the newly invited
experts, the session included a background introduction, sys-
tem demonstration, hands-on trial, and feedback focusing on
usability, workflow, and simulation reliability.

System Workflow. All experts praised VizQStudio’s work-
flow for its clarity, flexibility, and functionality. They par-
ticularly valued the system’s versatile question-generation
methods, such as transforming rough inputs (e.g., lecture
slide screenshots) into well-aligned questions targeting specific
knowledge points. Experts also highlighted its intuitive editing
features for both questions and student agents, support for free-
form exploration in question creation, seamless integration
with real-time simulation updates through a clear side-by-
side interface, and robust version-saving capabilities. These
features significantly streamlined the iterative design process.

Question Generation and Student Simulation Modules.
All experts highlighted the Question Generation and Student
Simulation modules as effective, stable, and insightful. They
reported fast runtimes — approximately 20 seconds for ques-
tion generation, 10 seconds for each LLM-driven update, and
30 seconds for student simulation with a typical class size
of 30—40 students. Experts were particularly impressed by the
quality and flexibility of the generated questions. For example,
E8 remarked, “The generated questions are impressive. Even
with just a rough idea or a slide, the system accurately
captures my intent and produces charts and QAs with clear
explanations. The editing panels further ensure the reliability
of the questions while giving me fine-grained control.”

Experts highly praised the student simulation module for its
potential to provide insights into students’ reasoning across
different backgrounds, which can particularly help them de-
sign and test questions tailored to students’ needs. As E10
remarked, “I intentionally adjusted two groups of students —

one with high general learning traits but low visualization
knowledge, and the other with the opposite profile — to
observe differences in their answers and reasoning. The results
were impressive and could help me design more targeted
questions for different groups, anticipate how they might think,
and assess whether the question sets effectively support their
intended learning outcomes.”

Visual Designs and Interactions. Experts consistently
described the system’s visual design and interactions as clear
and intuitive. The stacked bar charts were especially helpful
for quickly gauging overall student feedback on the question,
while the Sankey-like diagram effectively illustrated each
group’s distribution of final answers and reasoning pathways.
As E9 noted, “my top priorities are students’ perceptions and
overall question difficulty, and the system effectively summa-
rizes this while still allowing me to inspect each student’s
reasoning.” The rich interaction methods also offered great
flexibility, enabling experts to design and edit questions and
student profiles through natural language input, button and
slider interactions, as well as direct editing.

Suggestions. Experts offered several ideas for enhancing
VizQStudio. E9 suggested reducing the number of default
options in question features and providing full options only
on demand to simplify the system. E10 and E7 recommended
giving greater prominence to the overall question difficulty
chart, as they tend to examine the difficulty across the entire
question set first. E8 further proposed strengthening the link-
age between the reasoning steps in the Sankey diagram and
the learning traits and knowledge points, which could provide
deeper insights into different student groups.

VII. DISCUSSION

This section synthesizes insights from our design and eval-
uation, situates our approach within broader educational and
learner modeling research, and discusses limitations, ethical
considerations, and implications for future work.

A. LLMs in Assessment Design: Multi-level Human Oversight
as a Design Necessity.

While LLMs can effectively generate diverse question
drafts, distractors, and plausible reasoning pathways, in prac-
tice they are most appropriately positioned as generative and
exploratory tools. Correctness, pedagogical alignment, and
final validation must remain under instructor control.

A central insight from our study is that effectively leverag-
ing LLMs for assessment design requires multi-level instructor
supervision. At a higher level, instructors benefited from
interaction paradigms that allow them to communicate desired
changes to LLMs in ways that resemble authentic teaching
practice—for example, describing issues in natural language,
requesting alternative formulations, or indicating (e.g., through
sketching, annotation, or highlighting) which parts of a ques-
tion or visualization require revision. Such interaction supports
fluid exploration and refinement, enabling instructors to adjust
LLM-generated question framing, distractors, or explanations
without directly engaging with technical representations.
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At the same time, our observations highlight that high-level
interaction alone is insufficient for high-stakes educational
materials. Instructors required precise, deterministic control
over the final learning artifacts to ensure factual and concep-
tual correctness, particularly for visualization-based questions
where small changes in data values, scales, or encodings can
alter the underlying concept being assessed. This necessitates
lower-level controls that allow instructors to directly verify
and modify the concrete components of assessment materials.

In addition, grounding LLM generation in domain-specific
references emerged as an important complement to both high-
and low-level oversight. Incorporating instructor-provided ex-
amples, prior assessments, or openly available educational re-
sources—together with techniques such as retrieval-augmented
generation—helps anchor generation in curricular context and
mitigates limitations of generic model knowledge.

Taken together, these insights suggest a broader design
implication: in educational settings, effective LLM-supported
authoring hinges not on minimizing human involvement, but
on enabling instructors to move between expressive high-
level interaction, precise low-level control, and context-aware
grounding. Systems that foreground such multi-level oversight
are better positioned to support responsible and pedagogically
sound use of generative models.

B. Student Simulation in Assessment Design: Value, Limits,
and Design Implications.

While we demonstrate that simulation can capture aggregate
reasoning patterns, its primary pedagogical value lies in sup-
porting instructors’ exploration of diverse reasoning patterns
that may arise during assessment design. By making such
patterns explicit, simulation enables instructors to examine
both the strengths and the limitations of their assumptions
about how students reason through visualization literacy tasks.

Results from the large-scale online study indicate that, at
an aggregate level, LLM-simulated high-frequency reasoning
strategies were often able to cover students’ self-reported
thinking processes. Many participants identified at least one
simulated strategy that closely matched their own reasoning,
suggesting that simulation can effectively surface dominant
and instructionally relevant reasoning patterns shared by many
learners. This form of aggregate-level coverage is particularly
valuable for assessment design, where instructors often need to
reason about common misconceptions, typical solution paths,
and broadly shared difficulties rather than about individual
cognitive trajectories.

At the same time, our findings suggest the presence of
blind spots in modeling opportunistic and heuristic reasoning
strategies that can arise in authentic student responses. While
simulated students were relatively effective at representing
structured or “idealized” reasoning patterns—such as step-
wise comparison or careful interpretation—they often failed
to capture minimally effortful or shortcut-driven behaviors.
For example, some participants reported relying on rough
visual estimation (e.g., “I just eyeballed the bar lengths and
chose the closest answer”) rather than the multi-step reasoning
reflected in the simulated strategies. These cases highlight a

gap between modeled reasoning and the pragmatic, sometimes
coarse strategies that students employ in practice.

These limitations point to important design implications for
future student simulation systems. While our current student
profiles—constructed primarily from demographic attributes,
cognitive ability levels, and targeted knowledge points—were
sufficient to surface many common reasoning patterns, they
remain incomplete. Prior work in the learning sciences sug-
gests that students’ task performance is also shaped by factors
such as metacognitive regulation, motivation, affective state,
and engagement, which are not well captured by ability- or
knowledge-centric profiles alone. Incorporating such dimen-
sions into future simulation approaches may enable richer
and more realistic representations of student reasoning, though
doing so will require closer grounding in learning theory and
empirical studies of learner cognition.

Overall, our findings position LLM-based student simula-
tion as a reflective design instrument rather than a ground-
truth model of learner behavior. By making plausible reasoning
pathways and their breakdowns visible, simulation supports
instructors’ exploration and comparison of how assessment
designs may interact with learner diversity, while leaving
pedagogical judgment and validation firmly in human hands.

C. Implications for Visualization Literacy Education

Our study offers several observations that inform broader
discussions in visualization literacy education. In our sam-
ple, participants reported relatively high confidence in their
visualization-related abilities, yet their baseline performance
suggested more limited mastery of core concepts. In Stage 1,
average self-assessed visualization ability exceeded four on
a five-point scale, while the pre-test score averaged 2:11 out
of 5. Although this result should be interpreted cautiously, it
points to a mismatch between learners’ perceived competence
and their demonstrated ability on visualization literacy tasks.

This mismatch reflects a broader challenge in visualization
education: difficulties often lie not in surface-level interpreta-
tion, but in reasoning about misleading encodings, proportional
relationships, and contextual cues. Such gaps are unlikely to
be revealed by static or correctness-only assessments. From
this perspective, formative assessments that foreground rea-
soning, rather than answers alone, are particularly important
for visualization literacy. Simulation-informed question design
offers one way to prompt instructors to consider how differ-
ent reasoning strategies, misunderstandings, or shortcuts may
emerge, and to design questions that more effectively surface
conceptual weaknesses.

D. Limitations and Ethical Considerations

Our study has several limitations that should be acknowl-
edged. First, both question generation and student simulation
rely on off-the-shelf LLMs, whose behavior is shaped by
training data, prompting strategies, and ongoing model up-
dates beyond our control. Consequently, generated questions,
answers, and simulated reasoning traces cannot be assumed
to be uniformly accurate, unbiased, or reproducible across
time and deployment contexts. These characteristics require
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LLM outputs to be treated as provisional artifacts rather than
authoritative representations of correctness or learner behavior.

Second, while the simulation was effective at surfacing
common reasoning patterns at an aggregate level, it remains
an incomplete representation of real student behavior. Op-
portunistic, heuristic, or minimally effortful strategies were
not consistently captured, and learner profiles defined by
demographic attributes, cognitive ability levels, and knowledge
points necessarily simplify the richness of authentic learning
contexts. These constraints limit the interpretability of simu-
lated reasoning and reinforce the positioning of simulation as
a design aid rather than a predictive model.

In this work, we sought to mitigate these limitations through
de-identification, optional learner profiling, and explicit in-
structor control over both simulation parameters and assess-
ment content. Nevertheless, these measures represent only par-
tial safeguards. Future work is needed to develop more robust
practices for bias auditing, transparency, and reproducibility
in simulation-supported assessment design.

E. Generalizability and Future Directions

Beyond the visualization literacy context examined in
this study, our findings suggest several directions in which
simulation-informed assessment design may be explored fur-
ther. One recurring insight concerns the use of simulated
reasoning beyond question authoring. Rather than remaining
solely a design-time tool, representative reasoning paths—both
correct and incorrect—could be selectively reused as reflective
feedback for learners, supporting comparison and metacogni-
tive reflection rather than answer verification.

Instructors also discussed the value of simulation for adapt-
ing instructional materials to learners with different prior
knowledge or disciplinary backgrounds. By exploring how
plausible reasoning patterns shift across learner profiles, in-
structors could use simulation to adjust question framing,
explanations, or scaffolding when preparing materials for dif-
ferent audiences or instructional contexts. Similarly, simulation
was discussed as a way to reason about group-level dynamics,
such as how differences in background knowledge might
shape collaborative learning. Together, these directions point
toward broader applications of simulation-informed design
in educational settings where learning hinges on complex
reasoning processes and instructor judgment.

VIII. CONCLUSION

We introduced VizQStudio, a visual analytics system that
supports educators in designing and refining MCQs for vi-
sualization literacy education. By integrating MLLM-based
question generation with simulated student reasoning, we
enables instructors to explore and iteratively refine question
designs with respect to diverse learner profiles at design time.
Through a multi-method evaluation, we examine the value and
limitations of this approach and surface design insights on
how visual analytics and MLLMs can be combined to support
instructor-centered, flexible, and responsible assessment de-
sign in visualization literacy and related educational contexts.
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